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Abstract

The degree of dominance of a sense of a
word is the proportion of occurrences of
that sense in text. We propose four new
methods to accurately determine word
sense dominance using raw text and a pub-
lished thesaurus. Unlike the McCarthy
et al. (2004) system, these methods can
be used on relatively small target texts,
without the need for asimilarly-sense-
distributedauxiliary text. We perform an
extensive evaluation using artificially gen-
erated thesaurus-sense-tagged data. In the
process, we create a word—category co-
occurrence matrix, which can be used for
unsupervised word sense disambiguation
and estimating distributional similarity of
word sensesas well.

Introduction

of insufficient evidence. The dominance values
may be used as prior probabilities for the differ-
ent senses, obviating the need for labeled train-
ing data in a sense disambiguation task. Natural
language systems can choose to ignore infrequent
senses of words or consider only the most domi-
nant senses (McCarthy et al., 2004). An unsuper-
vised algorithm that discriminates instances into
different usages can use word sense dominance to
assign senses to the different clusters generated.

Sense dominance may be determined by sim-
ple counting in sense-tagged data. However, dom-
inance varies with domain, and existing sense-
tagged data is largely insufficient. McCarthy
et al. (2004) automatically determine domain-
specific predominant senses of words, where the
domain may be specified in the form of an un-
tagged target text or simply by name (for exam-
ple, financialdomain). The system (Figure 1) au-
tomatically generates a thesaurus (Lin, 1998) us-
ing a measure of distributional similarity and an

The occurrences of the senses of a word usuallyintagged corpus. The target text is used for this
have skewed distribution in text. Further, the dis-purpose, provided it is large enough to learn a the-
tribution varies in accordance with the domain orsaurus from. Otherwise a large corpus with sense
topic of discussion. For example, the ‘assertiondistribution similar to the target text (text pertain-
of illegality’ sense ofchargeis more frequent in ing to the specified domain) must be used.
the judicial domain, while in the domain of eco- The thesaurus has an entry for each word type,
nomics, the ‘expense/cost’ sense occurs more ofwhich lists a limited number of wordsnéigh-
ten. Formally, thelegree of dominance of gar-  bors) that are distributionally most similar to it.
ticular senseof a word target word) in a given Since Lin’s distributional measure overestimates
text (target text) may be defined as the ratio of the the distributional similarity of more-frequent word
occurrences of the sense to the total occurrences pairs (Mohammad and Hirst, Submitted), the
the target word. The sense with the highest domineighbors of a word corresponding to the predom-
nance in the target text is called theedominant  inant sense are distributionally closer to it than
senseof the target word. those corresponding to any other sense. For each
Determination of word sense dominance hasense of a word, the distributional similarity scores
many uses. An unsupervised system will benefibf all its neighbors are summed using the semantic
by backing off to the predominant sense in casesimilarity of the word with the closest sense of the



SIMILARLY SENSE DISTRIBUTED We therefore rely on first-order co-occurrences,

which we believe are better indicators of a word’s

M WORDNET ]‘ — characteristics than second-order co-occurrences
G c (distributionally similar words).
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Q S Published thesauri, such doget's and Mac-
DOMINANCE VALUES Y quarie, divide the English vocabulary into around

a thousandcategories Each category has a list
Figure 1: The McCarthy et al. system. of semantically related words, which we will call
category termsor c-terms for short. Words with
multiple meanings may be listed in more than one
category. For every word type in the vocabulary
of the thesaurus, the index lists the categories that
include it as a c-term. Categories roughly cor-
respond to coarse senses of a word (Yarowsky,
1992), and the two terms will be used interchange-
ably. For example, in th&lacquarie Thesaurys
bark is a c-term in the categories ‘animal noises’
and ‘membrane’. These categories represent the
coarse senses difark. Note that published the-
Figure 2: Our system. sauri are structurally quite different from the “the-
saurus” automatically generated by Lin (1998),
neighbor as weight. The sense that gets the highegtherein a word has exactly one entry, and its
score is chosen as the predominant sense. neighbors may be semantically related to it in any
The McCarthy et al. system needs to re-trainof its senses. All future mentions tifesauruswill
(create a new thesaurus) every time it is to de¥efer to a published thesaurus.
termine predominant senses in data from a differ- While other sense inventories such as WordNet
ent domain. This requires large amounts of partexist, use of a published thesaurus has three dis-
of-speech-tagged and chunked data from that ddinct advantages: (i) coarse senses—it is widely
main. Further, the target text must be large enougbelieved that the sense distinctions of WordNet are
to learn a thesaurus from (Lin (1998) used a 64far too fine-grained (Agirre and Lopez de Lacalle
million-word corpus), or a large auxiliary text with Lekuona (2003) and citations therein); (ii) compu-
a sense distribution similar to the target text mustational ease—uwith just around a thousand cate-
be provided (McCarthy et al. (2004) separatelygories, the word—category matrix has a manage-
used 90-, 32.5-, and 9.1-million-word corpora). able size; (iii) widespread availability—thesauri
By contrast, in this paper we present a methodare available (or can be created with relatively
that accurately determines sense dominance evdess effort) in numerous languages, while Word-
in relatively small amounts of target text (a few Net is available only for English and a few ro-
hundred sentences); although it does use a corpusiance languages. We use thtacquarie The-
it does not require aimilarly-sense-distributed saurus(Bernard, 1986) for our experiments. It
corpus. Nor does our system (Figure 2) needonsists of 812 categories with around 176,000
any part-of-speech-tagged data (although that mag-terms and 98,000 word types. Note, however,
improve results further), and it does not need tahat using a sense inventory other than WordNet
generate a thesaurus or execute any such timevill mean that we cannot directly compare perfor-
intensive operation at run time. Our method standsnance with McCarthy et al. (2004), as that would
on the hypothesis that words surrounding the tarrequire knowing exactly how thesaurus senses
get word are indicative of its intended sense, ananap to WordNet. Further, it has been argued that
that the dominance of a particular sense is prosuch a mapping across sense inventories is at best
portional to the relative strength of association bedifficult and maybe impossible (Kilgarriff and Yal-
tween it and co-occurring words in the target text.lop (2001) and citations therein).
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3 Co-occurrence Information are incremented. The steps of word sense disam-
biguation and creating new bootstrapped WCCMs
can be repeated until the bootstrapping fails to im-
The strength of association between a particulaprove accuracy significantly.

category of the target word and its co-occurring The cells of the WCCM are populated using a
words can be very useful—calculating word sensgarge untagged corpus (usually different from the
dominance being just one application. To thistarget text) which we will call thewxiliary cor-

end we create theord—category co-occurrence pus, In our experiments we use a subset (all except
matrix (WCCM) in which one dimension is the every twelfth sentence) of thBritish National

list of all words {v1,Ws,...) in the vocabulary, Corpus World Edition (BNCJBurnard, 2000) as
and the other dimension is a list of all categoriesthe auxiliary corpus and a window size €f5
(1,C2,...). words. The remaining one twelfth of tiNCis
used for evaluation purposes. Note that if the tar-
get text belongs to a particular domain, then the
creation of the WCCM from an auxiliary text of
W2 | Mpr Mz ... Mpj ... the same domain is expected to give better results
: : s than the use of a domain-free text.

3.1 Word-Category Co-occurrence Matrix

C1 C ... Cj
Wi | M1 Mz ... M)

Wi | M1 M2 ... M
: : : : . 3.2 Analysis of the Base WCCM

The use of untagged data for the creation of the
_ _ _ base WCCM means that words that do not re-
categoryc;, is the number of timesy occurs in 4y co-occur with a certain category but rather
a predetermined window around any c-termepf 44’ 56 with a homographic word used in a differ-
in a text corpus. We will refer to this particular ¢n¢ sense will (erroneously) increment the counts
WCCM created after théirst pass over the text cqrresponding to the category. Nevertheless, the
as thebase WCCM. A contingency table for any gyength of association, calculated from the base
particular wordw and category (see below) can \yccm, of words that truly and strongly co-occur

be easily generated from the WCCM by collaps-yith a certain category will be reasonably accurate
ing cells for all other words and categories iNto gespite this noise.

one a_md summing up the@r freqL_lencies. ) The ap- We demonstrate this through an example. As-
plication of a swtgbl_e statistic will then yield the sume that categorg has 100 c-terms and each c-
strength of association between the word and th?erm has 4 senses, only one of which corresponds
category. to c while the rest are randomly distributed among
other categories. Further, let there be 5 sentences
each in the auxiliary text corresponding to every
c-term—sense pair. If the window size is the com-
Even though the base WCCM is created fromplete sentence, then words in 2,000 sentences will
unannotated text, and so is expected to be noisycrement co-occurrence counts far Observe
we argue that it captures strong associations redhat 500 of these sentences truly correspond to cat-
sonably accurately. This is because the errorégoryc, while the other 1500 pertain to about 300
in determining the true category that a word co-other categories. Thus on average 5 sentences cor-
occurs with will be distributed thinly across a respond to each category other thanTherefore
number of other categories (details in Section 3.2)in the 2000 sentences, words that truly co-occur
Therefore, we can takeseecondpass over the cor- With ¢ will likely occur a large number of times,
pus and determine the intended sense of each wokhile the rest will be spread out thinly over 300 or
using the word—category co-occurrence frequenc§o other categories.
(from the base WCCM) as evidence. We can We therefore claim that the application of a
thus create a newer, more accurdteotstrapped  suitable statistic, such as odds ratio, will result
WCCM by populating it just as mentioned ear- in significantly large association values for word—
lier, except that this time counts of only the co-category pairs where the word truly and strongly
occurring word and the disambiguated categoryco-occurs with the category, and the effect of noise

A particular cell, mj, pertaining to wordwy; and
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will be insignificant. The word—category pairs Weighted | Unweighted
having low strength of association will likely be voting voting
adversely affected by the noise, since the amount Implicit sense D D

of noise may be comparable to the actual strength ~ disambiguation W LY

of association. In most natural language applica- Explicit sense D D
tions, the strength of association is evidence fora  disambiguation EW EU

particular proposition. In that case, even if associ-
ation values from all pairs are used, evidence from
less-reliable, low-strength pairs will contribute lit-
tle to the final cumulative evidence, as compared ) . .
to more-reliable, high-strength pairs. Thus even ifour methods (Figure 3) to determine dominance
the base WCCM is less accurate when generated® w>Diu;Dew, and Dey) and the underlying
from untagged text, it can still be used to provide@SSumptions of each. _

association values suitable for most natural lan- Diw is based on the assumption that the more
guage applications. Experiments to be describeominant a particular sense is, the greater the

Figure 3: The four dominance methods.

in section 6 below substantiate this. strength of its association with words that co-occur
with it. For example, if most occurrences lodink
3.3 Measures of Association in the target text correspond to ‘river bank’, then

The strength of association between a sense dhe strength of association of ‘river bank’ with all
category of the target word and its co-occurring®f banks co-occurring words will be larger than
words may be determined by applying a suitabl¢he sum for any other sense. Dominaiigy of a
statistic on the corresponding contingency tableS€nse or categorg)of the target wordt] is:
Association values are calculated from observed
) . Swer A(W,C)

frequencies e, N-c, w-, andn....), marginal fre- Diw(t,c) = AWC

. . . Zc’esenses) 2 weT (Wa )
quenciesty: = MNuwe+Ny—; Nay = Nog+ N Ny =
Nwe + No¢; andn,—, = ny- +n_-), and the sample whereA is any one of the measures of association
size (N = nyc+ Nc+ Ny~ +n__). We provide ex- from section 3.3. Metaphorically, words that co-
perimental results using Dice coefficierdi¢e), occur with the target word give a weighted vote to
cosine (cos), pointwise mutual informatigong),  each of its senses. The weight is proportional to
odds ratio ¢ddg, Yule’s coefficient of colligation the strength of association between the sense and

(1)

(Yule, and phi coefficient)®. the co-occurring word. The dominance of a sense
_ is the ratio of the total votes it gets to the sum of
4 Word Sense Dominance votes received by all the senses.

d A slightly different assumption is that the more

in a given untagged target text to determine domdominanta partl_cular sense s, the greaterthe num-
inance of any of its senses. For each occurrencBe" Of co-occurring words having highest strength

t' of a target wordt, let T’ be the set of words of association with that sense (as opposed to any

(tokens) co-occurring within a predetermined win-Cther).  This leads to the following methodol-
dow aroundt’: let T be the union of all sucA’  ©9Y- Each co-occurring word casts an equal, un-

and let2; be the set of all such’. (Thus|%;| is weighted vote. It votes for_ that sense (and no
equal to the number of occurrencest gind|T| is other) of the target word with which it has the

equal to the total number of words (tokens) in thehighest strength of association. The dominance

windows around occurrences bj We describe Dy y of the sense is the ratio of the votes it gets
_ to the total votes cast for the word (number of co-

occurring words).

We examine each occurrence of the target wor

IMeasures of association (Sheskin, 2003):

Nwe . Nwe X N
\C) = ————, ,C) = | , weT:Sng(wt)=c
costnc) = ——™— pmiw ) = log e Dot — HWe |Ta|< )=cH )
Nwe X Namy oddgw,c) —1
dd = yul =Y " = —
Y =TT R Sng(wt) = argmaxA(w,c) 3)
2 X Nwe (Mwe X Naa) = (Mw= X Ng)

Dice(w,c) =

Pw,c) =

M + Nic” Ve X Ny X Nye X Ny Observe that in order to determiri  or

Diu, we do not need to explicitly disambiguate



the senses of the target word’s occurrences. Wleas of Leacock et al. (1998). Around 63,700
now describe alternative approaches that may bef the 98,000 word types in thilacquarie The-
used for explicit sense disambiguation of the targesaurus are monosemous—listed under just one
word’s occurrences and thereby determine sensef the 812 categories. This means that on aver-
dominance (the proportion of occurrences of thaage around 77 c-terms per category are monose-
sense).Dg w relies on the hypothesis that the in- mous. Pseudo-thesaurus-sense-tagged (PTST)
tended sense of any occurrence of the target wordata for a non-monosemous target wotrd(for

has highest strength of association with its co-example,brilliant) used in a particular sense or

occurring words. categoryc of the thesaurus (for example, ‘intel-
, _ , ligence’) may be generated as follows. ldentify
Dew(t,c) — [{T" € 21 Sns(T',t) = monosemous c-terms (for exampleleve) be-
’ | 24| longing to the same category asPick sentences
(4)  containing the monosemous c-terms from an un-
Sng(T',t) = argmax Z A(w,c) (5) tagged auxiliary text corpus.

c'esensef) weT!
Hermione had aleverplan.
Metaphorically, words that co-occur with the tar-

get word give a weighted vote to each of its sensed! €ach such sentence, replace the monosemous
just as inD; . However, votes from co-occurring Word with the target word.  In theory the c-
words in an occurrence are summed to determinf™Ms in a thesaurus are near-synonyms or at least
the intended sense (sense with the most votes) §ongly related words, making the replacement of
the target word. The process is repeated for alPne Py another acceptable. For the sentence above,
occurrences that have the target word. If each'e replaceclever with brilliant. This results in
word that co-occurs with the target word votes agartificial) sentences with the target word used
described foD, y, then the following hypothesis in a sense corresponding to the des_lred category.
forms the basis dDe : in a particular occurrence, Clearly, many of these sentences will not be lin-

the sense that gets the maximum votes from itguistically well formed, but the non-monosemous
neighbors is the intended sense. c-term used in a particular sense is likely to have

similar co-occurring words as the monosemous c-
term of the same categofyThis justifies the use
of these pseudo-thesaurus-sense-tagged data for
the purpose of evaluation.
Sng(T',t) = argmax|{we T':Sng(wt) = c'}| We generated PTST test data for the head words
cesense) (7y in SENSEVAL-1 English lexical sample spatas-

ing theMacquarie Thesauruand the held out sub-

apet of theBNC (every twelfth sentence).

{T’' € 2 :Sng(T',t) =c}|

DEyu(t,C) = |%|

(6)

In methodsDgw and Dgy, the dominance of

a sense is the proportion of occurrences of th

sense.

The degree of dominance provided by all four

methods has the following properties: (i) TheWe evaluate the four dominance methods, like

dominance values are in the range 0 to 1—a scorblcCarthy et al. (2004), through the accuracy of

of 0 implies lowest possible dominance, while a@ naive sense disambiguation system that always

score of 1 means that the dominance is highesgives out the predominant sense of the target word.

(i) The dominance values for all the senses of dn our experiments, the predominant sense is de-

word sum to 1. termined by each of the four dominance methods,
individually. We used the following setup to study

5 Pseudo-Thesaurus-Sense-Tagged Data the effect of sense distribution on performance.

To evaluate the four dominance methods we would 2Strong collocations are an exception to this, and their ef-

. . . ect must be countered by considering larger window sizes.
ideally like sentences with target words annotate herefore, we do not use a window size of just one or two

with senses from the thesaurus. Since human anvords on either side of the target word, but rather windows
notation is both expensive and time intensive, we £5words in our experiments. _ _

¢ lternative approach of artificiallv qen SENSEVAL-1 head words have a wide range of possible
pregen ana ve app mcl y 9 senses, and availability of alternative sense-tagged data may
erating thesaurus-sense-tagged data following thige exploited in the future.

6 Experiments
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Figure 4: Best results: four dominance methods Figure 5: Best results: base vs. bootstrapped

6.1 Setup 6.2 Results

For each target word for which we have PTSTHighest accuracies achieved using the four dom-
data, the two most dominant senses are identifiednance methods and the measures of association
says; ands,. If the number of sentences annotatedthat worked best with each are shown in Figure 4.
with §; ands, is x andy, respectively, wherg >y,  The table below the figure showsean distance
then ally sentences of, and the firsty sentences below upper bound (MDUB) for all a values
of s; are placed in aata bin. Eventually the bin considered. Measures that perform almost iden-
contains an equal number of PTST sentences fdically are grouped together and the MDUB val-
the two most dominant senses of each target wordles listed are averages. The window size used was
Our data bin contained 17,446 sentences for 245 words around the target word. Each dataset
nouns, verbs, and adjectives. We then generate difly, which corresponds to a different target text in
ferent test data setl from the bin, wherei takes  Figure 2, was processed in less than 1 second on
values 0.1,.2,...,1, such that the fraction of sen- a 1.3GHz machine with 16GB memory. Weighted
tences annotated with is a and those witls; is  voting methodsDg v andD, w, perform best with
1—a. Thus the data sets have different dominancéMDUBs of just .02 and .03, respectively. Yule's
values even though they have the same number @befficient, odds ratio, and pmi give near-identical,
sentences—nhalf as many in the bin. maximal accuracies for all four methods with a
Each data sedl, is given as input to the naive slightly greater divergence i\, where pmi
sense disambiguation system. If the predominandoes best. Thep coefficient performs best for
sense is correctly identified for all target words,unweighted methods. Dice and cosine do only
then the system will achieve highest accuracyslightly better than the baseline. In general, re-
whereas if it is falsely determined for all target sults from the method—measure combinations are
words, then the system achieves the lowest acsymmetric acrosa = 0.5, as they should be.
curacy. The value ofx determines thisupper Marked improvements in accuracy were
bound andlower bound. If a is close to (6, then achieved as a result of bootstrapping the WCCM
even if the system correctly identifies the predom«Figure 5). Most of the gain was provided by
inant sense, the naive disambiguation system carthe first iteration itself, whereas further iterations
not achieve accuracies much higher than 50%. Oresulted in just marginal improvements. All
the other hand, ifx is close to 0 or 1, then the bootstrapped results reported in this paper pertain
system may achieve accuracies close to 100%. £ just one iteration. Also, the bootstrapped
disambiguation system that randomly chooses on&/CCM is 72% smaller, and 5 times faster at
of the two possible senses for each occurrence gdrocessing the data sets, than the base WCCM,
the target word will act as the baseline. Note thatvhich has many non-zero cells even though the
no matter what the distribution of the two sensescorresponding word and category never actually
(o), this system will get an accuracy of 50%. co-occurred (as mentioned in Section 3.2 earlier).



6.3 Discussion 7 Related Work

Considering that this is a completely unsupervisedl_he WCCM has similarities with latent semantic

approach, not only are the accuracies achieved us- . o .
. . . _analysis, or LSA, and specifically with work by
ing the weighted methods well above the baseline,. . .

- Schitze and Pedersen (1997), wherein the dimen-
but also remarkably close to the upper bound. This

: ) sionality of a word—word co-occurrence matrix is
is especially true foa values close to 0 and 1. The

. reduced to create a word—concept matrix. How-
lower accuracies fom near 0.5 are understandable ) o .
. e]yer, there is no non-heuristic way to determine
as the amount of evidence towards both senses 0O . . .
when the dimension reduction should stop. Fur-
the target word are nearly equal.

Odds, pmi, and Yule perform almost equallyther’ the generic concepts represented by the re-

well for all methods. Since the number of timesduced dimensions are not interpretable, i.e., one

. cannot determine which concepts they represent
two words co-occur is usually much less than. . . :
. Lo . in a given sense inventory. This means that LSA

the number of times they occur individually, pmi :
cannot be used directly for tasks such as unsuper-

tends to approximate the logarithm of odds ra-vised sense disambiguation or determining seman-
tio. Also, Yule is a derivative of odds. Thus all 9 9

three measures will perform similarly in case thetIC similarity of known concepts. Our approach

: . : does not have these limitations.
co-occurring words give an unweighted vote for h q ¢ |
the most appropriate sense of the target d3;in Yarowsky (1992) uses the product of a mutua

andDg . For the weighted voting schemds, information—like measure and frequency to iden-
and DE7W, the effect of scale change is sIfghtIy tify words that best represent each category in the
higher inD| w as the weighted votes are summedRoget’s Thesauruand uses these words for sense

over the complete text to determine dominance. "glsamblguatlon with a Bayesian model._ We im-
De w the small number of weighted votes summeoProved the accuracy Of_ the WCCM using sim-
to determine the sense of the target word may bBIe bootstrapplr!g techniques, used all the words
the reason why performances using pmi, Yule, anahat co-occur with a category, and proposed four

odds do not differ markedly. Dice coefficient and new methods to determine sense dominance—

cosine gave below-baseline accuracies for a nun{y\fo Of_ which do explicit sense disambiguation.
ber of sense distributions. This suggests that thgeronls (2005) presents a graph theory-based ap-

normalizatiof} to take into account the frequency proach to |der_1t|fy the various sen_se_s of awor_d ina
of individual events inherent in the Dice and co- ©€Xt COrPUS without the use of a dictionary. Highly

sine measures may not be suitable for this task. |rr1]terdc_?fnnected compofnerz‘nts of the gra:jph_rrﬁpresgnt
The accuracies of the dominance methods ret- e dilferent senses of the target word. € node

main the same if the target text is partitioned as pep’vord) with thg most connections n a compqne_nt
the target word, and each of the pieces is given inls representative of that sense and its associations
dividually to thé disambiguation system. The ay-With words that occur in a test instance are used as

erage number of sentences per target word in eac%wdence fotr) that slense. hHowever, thisﬁ assocn?l-
datasetdy is 323. Thus the results shown abovet'onS are at best only rough estimates of the associ-

correspond to an average target text size of onl)"?‘_t'onS between _the sense and Lco-oceurring words,
323 sentences. since a sense in his system is represented by a

We repeated the experiments on the basgingle (possibly ambiguous) word. Pantel (2005)

WCCM after filtering out (setting to 0) cells with proposes a framework for ontologizing lexical re-

frequency less than 5 to investigate the effect orf°UTCeS: For example, co-occurrence vectors for

accuracies and gain in computation time (propor-the nodes in WordNet can be created using the co-

tional to size of WCCM). There were no marked occurrence vectors for words (or lexicals). How-

changes in accuracy but a 75% reduction in siz&Veh if a Iea_tf node has a ;ingle lexical, thgn once
of the WCCM. Using a window equal to the com- the appropriate co-occurring words for this node

plete sentence as opposed4té words on either are identified (coup phaset), the&’} irefa;sgnﬁe_d ﬁhe
side of the target resulted in a drop of accuracies,>aMe co-occurrence counts as that ot the fexical.

4If two events occur individually a large number of times,  °A word may have different, stronger-than-chance
then they must occur together much more often to get substrengths of association with multipensesof a lexical.
stantial association scores through pmi or odds, as comparekhese are different from the association of the word with the
to cosine or the Dice coefficient. lexical
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