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A climate model is an executable theory of the climate; the model encapsulates cli-

matological theories in software so that they can be simulated and their implications

investigated. Thus, in order to trust a climate model one must trust that the software it

is built from is built correctly. Our study explores the nature of software quality in the

context of climate modelling. We performed an analysis of the reported and statically

discoverable defects in several versions of leading global climate models by collecting

defect data from bug tracking systems, version control repository comments, and from

static analysis of the source code. We found that the climate models all have very low

defect densities compared to well-known, similarly sized open-source projects. As well,

we present a classi�cation of static code faults and �nd that many of them appear to be a

result of design decisions to allow for �exible con�gurations of the model. We discuss the

implications of our �ndings for the assessment of climate model software trustworthiness.
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Chapter 1

Introduction

This study explores the software quality of climate models. Our ultimate goal is to answer

the question, how can software researchers1 be of bene�t to climate modelers and other

computational scientists? Our immediate goal is to explore the measurement of software

quality in the climate modelling domain.

Notice that our ultimate goal is not to help improve software quality, though we would

be pleased if this was an outcome. The stance throughout this work is deliberately

exploratory. As we will describe in the following section, there is a chasm between

software research and the activities and needs of computational scientists, a group to

which climate modellers belong. Software quality in this domain is new territory for our

discipline and so we ought to proceed �rst by exploration and observation, and later o�er

help once we have a better understanding. It may very well be (and, in fact, we already

have some evidence to support the fact) that the scientists we are investigating do not

need the sort of help we o�er to our more familiar research domains of commercial and

industrial software.

1Throughout this work we will be using the term �software research� to refer to the computer science
discipline that studies both software and the ways in which people build it. The more common but, in
the mind of this author, ill-phrased term is �software engineering� or �software engineering research�.

1



Chapter 1. Introduction 2

1.1 Why is this work relevant?

There are several motivating reasons for this work. Climate change is arguably the

greatest challenge facing humanity at this moment. Climate scientists are working to

understand how the climate behaves and how it may change; they provide us with an

understanding of how our actions now will e�ect the future of our planet. Global climate

models (GCMs) � complex computer simulations of earth systems � are powerful tools

for investigating climatological theories and are generally accepted as �o�er[ing] the most

e�ective means of answering questions requiring predictions of the future climate and

of potential impacts of climate changes�[28]. The present work is ultimately aimed at

making the software behind the climate models more trustworthy with the hope that

with better software comes better science and therefore better policy and action.

Second, we are motivated to help the scientists. There is obvious value in helping

climate scientists improve the quality of their software simply in order to improve the

quality of science they produce. As we note above, since this is new territory for our

discipline there are no guarantees we will be able to help, but this work takes steps in

that direction. Furthermore, it is our hope that our �ndings may be generalizable outside

of the climate modelling community to other computational science �elds.

Third, this work aims to strengthen the link between software research and the com-

putational sciences. Previous studies have found that the software development processes

enacted by the scienti�c community di�er signi�cantly from those of the industrial and

commercial software engineering communities. Those studies provide us with basic mod-

els of scienti�c software development but we lack a more detailed look into these processes.

We attempt to tackle one aspect of this shortfall by exploring the processes and thinking

behind software quality.
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1.1.1 Why investigate climate scientists?

The question of why we have chosen to investigate climate scientists speci�cally needs

to be addressed so as to accurately frame the rest of this work. In part, the choice is

historical. Others in our research group [9, 27], have carried out studies with climate

modelers, so we have access to, interest in, and rapport with this community. Out of

these previous studies came the observation that the defect density of the Hadley Centre's

climate model was surprisingly low. This raised the question as to why this was so. It

was the investigation into this question that led to the present study.

There are other reasons for investigating the climate modelling community beyond

just happenstance. Previous work on scienti�c software development [24, 7, 6, 34, 32, 33]

has been rather broad in its consideration of the people, organisations and activities to

include when researching scienti�c software development: including solitary university re-

searchers and research groups, industrial researchers, and commercial software developers

working on projects that range from constructing scripts to high-performance comput-

ing applications. The climate modelling community is primarily research oriented in

the sense that their goal is to generate insight on the climate science being explored.

At the same time, climate modeling centres are large and mature organisations with

sophisticated software development processes [9]. So, in contrast to other studies, our

study takes a narrower focus by targeting a very speci�c community with a very speci�c

software project and only considers a single aspect of software development: software

quality.
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Background

2.1 Scienti�c software development

At a recent workshop on software engineering and scienti�c software [22] panelists were

asked to de�ne scienti�c software. The answers ranged from �anything that scientists

use to do their job� to �software used as laboratory equipment�. Most acknowledged

that scientists are often software developers in some capacity. Kelly [23] divides scienti�c

software developers into three categories: industrial developers working in a speci�c ap-

plication domain, scienti�c researchers employed in academia or industrial research labs,

and student scientists who will one day join one of the other groups. Segal [32] describes

professional end-user developers as: �people working in highly technical, knowledge rich

professions such as �nancial mathematicians, scientists and engineers, who develop their

own software in order to advance their own professional goals�. It appears that the term

scienti�c software does not have a well accepted meaning or apply to a speci�c group of

people.

In fact, we do not know very much about scienti�c software development at all. Kelly

[23] describes an intellectual gap that exists between the knowledge of software devel-

opment accumulated by the software research community and the practices of scienti�c

4



Chapter 2. Background 5

software developers. The gap is two-fold. From the inception of computer science as a

�eld on its own there has been pressure from inside the software research community for

its members to produce techniques and paradigms that are generic and broadly applica-

ble to all software development domains. Yet, software researchers have largely ignored

scienti�c software development as a �rst-class area of research, instead focusing on indus-

trial and commercial development. The result is a body of knowledge that is either not

applicable or inaccessible to scientists. Scientists are left to themselves to invent or rein-

vent their own software development techniques and solutions. It is this state of a�airs

that Kelly deems a chasm between the research and scienti�c computing community. She

calls on the software research community to cross the software chasm by recognising that

their research cannot be separated from the domain they are studying.

There have been several studies of scienti�c software development that attempt to

cross this chasm, as evidenced by the special issue of IEEE Software devoted to the topic

[34]. Segal reports that �developing scienti�c software is fundamentally di�erent from

developing commercial software,� and points to two major di�erences. When developing

scienti�c software the domain experts (the scientists) must be intimately involved in the

construction of the software simply because without a familiarity with the domain it

is not possible to build the software correctly. As well, scientists may rely heavily on

experimentation and trial-and-error as the only way to explore an unknown domain (the

very job of the scientist!). This is so much a part of the development process, she claims,

that the traditional software engineering notion of up-front requirements is unachievable

for scientists, and attempting to follow a waterfall design process only leads to frustration.

In a study reporting �eld studies of scientists who develop software [32], Segal char-

acterises the scienti�c software development process by the following attributes:

• Development does not follow discrete phases of design, construction, and testing.

Instead, each of these activities is ongoing and invoked whenever necessary.

• There is an expectation that �requirements emerge as the understanding of both
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the software and the science evolves� over the life of the project.

• Testing is often cursory and ad hoc because of a cultural imperative amongst sci-

entists to assume that an apparatus is functioning correctly and �only if the data

run counter to what the scientists broadly expects does she/he draw back and start

examining her/his underlying theory and assumptions, one of which is that the

apparatus works�.

• The software itself is designed and written by scientists with domain knowledge

for other scientists or users with the same domain familiarity. Segal notes there

may be a sense of community ownership of software amongst a close-knit group of

scientists or laboratories participating in its use or development.

In a more focused study, Basili et al. [6] report on their survey of a cross-section of high-

performance computing communities. This study is relevant to the present work because

the climate modelling communities we observe engage in high-performance computing.

Whereas Segal talks about the scienti�c process in general terms this study investigates

the trade-o�s that HPC scientists make when constructing their software, as well as

why they adopt certain software engineering techniques and not others. They �nd these

scientists treat scienti�c output as the highest priority and make decisions on program

attributes accordingly. For instance, an increase in performance is seen as the opportunity

to add scienti�c complexity to their programs, not as an opportunity to save on execution

time (since that may not serve as great a scienti�c purpose). Similarly, the portability

and maintainability of their software are major concerns that often trump machine-

speci�c performance optimisations due to the need for the software to operate on many

architectures over its long lifetime, and for a disparate user base. The authors do not say

much speci�cally about how quality is evaluated, but they do say that it is recognised

both as very important and extremely challenging. They note that the techniques used

are �qualitatively di�erent for HPC than for traditional software development�, and that
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many software engineering techniques and tools, like interactive debuggers, are simply

not usable in their environment.

In summary, scienti�c software is developed in very di�erent contexts compared to the

more familiar industrial or commercial contexts. The major di�erences that characterise

it are that it has a few up front requirements, and often a design that never truly settles

since it must adapt to constant experimentation.

2.2 The problem of software quality in scienti�c soft-

ware

With a better understanding of the context in which scienti�c software is developed, we

now turn to the topic of software quality in scienti�c software. Our goal in this section

is also to introduce the terminology we will use throughout the rest of this work.

Stevenson [36] discusses a more speci�c form of Kelly's chasm between the software

research community and the scienti�c community as it applies to scientists building large-

scale computer simulations as their primary research apparatus. Stevenson's concern is

that because the primary purpose of scientists is to do science, software engineering no-

tions of quality do not apply to software constructed as part of a scienti�c e�ort. This

is because of fundamentally incompatible paradigms: scientists are concerned with the

production of scienti�c insight and software engineers are concerned with the manufac-

turing process. Stevenson argues that for the term software quality to have any meaning

in the scienti�c domain our notions of quality must be informed by our understanding of

the requirement for insight and all that it entails.

When considering the use of computational simulations for science, insights come by

way of gaining knowledge about the natural system that is being modeled. Stevenson

gives us speci�c terminology to understand this point clearly. There are three kinds of

systems involved: the observational (i.e. the world itself; in our case, the climate), the
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theoretical (i.e. our theory or model of the workings of the observational system; in our

case, the equations and concepts that describe climate processes), and the calculational

(i.e. the executable implementation of the theoretical model; in our case, climate model

code)1. Computational scientists study the behaviour of the calculational system to gain

insight into the workings of the theoretical system, and ultimately the observational

system.

Two basic kinds of activity ensure that the systems correspond to one another. Vali-

dation is the process of checking that the theoretical system properly explains the obser-

vational system, and veri�cation is the process of checking that the calculational system

correctly implements the theoretical system. The distinction between validation and ver-

i�cation is expressed in the questions, �Are we building the right thing?� (validation)

and, �Are we building the thing right?� (veri�cation). Stevenson also uses the term

complete validation to refer to checking all three systems � that is, to mean that "we

compute the right numbers for the right reasons."

Stevenson also describes two types of quality with respect to the above model of

computational science. Intrinsic quality is "the sum total of our faith in the system of

models and machines." It is an epistemological notion of a good modelling endeavor; it

is what we are asking about when we ask: what needs to be present in any theoretical

system and any implementation for us to gain insight and knowledge? Internal quality

applies to a particular theoretical and calculational system, and asks how good our model

and implementation is in its own right. For a mathematician, internal quality may relate

to the simplicity or elegance of the model. For a computer scientist or engineer, internal

quality may relate to the simplicity or extensibility of the code.

We have seen that, from one perspective, scienti�c insight is the ultimate measure

of the overall quality of a scienti�c modelling endeavour. Meaningful insight depends

1There are alternatives to these terms which Stevenson does not mention. The term model is used
both to refer to the theoretical system at times, and at other times to refer to the calculational system.
The term simulation is only used to refer to the calculational system.
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upon theoretical and calculational systems corresponding in sensible ways to each other,

and ultimately to the observational system under study. So, the �correctness� of our

models is bound up with our notion of quality: what are the �right numbers�? How do

we know when we see them? The conceptual machinery for approaching these questions

is discussed succinctly by Hook and Kelly [18, 19] which we will now review.

Hook divides error, the �di�erence between measured or calculated value of a quantity

and actual value�, into acknowledged error and unacknowledged error. Acknowledged er-

rors �are unavoidable or intentionally introduced to make a problem tractable� whereas

unacknowledged errors �result from blunders or mistakes�. De�ning a theoretical model

and re�ning it into a calculational model necessarily introduces acknowledged error. This

error may come in the form of uncertainties in experimental observations, approxima-

tions and assumptions made to create a theory of the observational system, truncation

and round-o� errors that come from algorithmic approximations and discretizations of

continuous expressions, the implementation � i.e. programming � of those algorithms, or

even from compiler optimizations made during translation to machine code. Unacknowl-

edged errors may appear at any step along the way because of mistakes in reasoning or

misuse of equipment.

There are two fundamental problems that make impossible the traditional notion of

testing by way of directly comparing a program's output to an expected value. The �rst

is what Hook terms the tolerance problem: it is impossible, or very di�cult, to tell if

errors in output are completely free of unacknowledged error since it may be di�cult to

bound acknowledged error, and even with a bound on acknowledged error it is impossible

to detect unacknowledged errors that fall within those bounds. In short, because there is

a range of acknowledged error in the output, some unacknowledged error cannot reliably

be detected.

The second problem is the oracle problem: �available oracles are problematically

imprecise and limited�. That is, for certain inputs there may not exist a source of precise
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expected outputs with which to compare a program's output. This is obviously true

considering that for a computational scientist the outputs of scienti�c software are the

results of an experiment. If the output was always known beforehand then the scientists

would not be engaging in science. As a result of the oracle problem, scientists may have

to rely on educated guesses, intuition, and comparison to available data in order to judge

the �correctness� of their software.

In summary, for any given input there may be no accurate expected output values (the

oracle problem) and because of inherent error in the output unacknowledged errors may

be undetectable (the tolerance problem). These problems do not suggest that building

correct models is impossible, but that in the scienti�c software domain we must rede�ne

correctness so as to take into account these problems. That is, we cannot accept that an

evaluation of a model's correctness consists only of comparing output to expected values.

How, then, should climate model quality be judged? This is the problem of quality

in scienti�c software which the present work explores, albeit only partially since we

concern ourselves with the question of software quality and not theoretical quality. Kelly

and Sanders [24] discuss the core questions that ought to guide a research program to

understand and improve the quality of scienti�c software. They motivate their discussion

by noting that in all software domains testing is the most widely used quality assessment

technique, yet scientists typically run tests only to assess their theories and not their

software. From a scientist's perspective, Kelly and Sanders observe, �the software is

invisible� � that is, scientists con�ate the theoretical and calculational systems � unless

the software is suspected of not working correctly [32]. Kelly and Sanders point to

this con�ation, as well as a variety of other factors (such as the oracle problem), that

prevent the study of scienti�c software quality from being a straightforward matter of

applying existing software engineering knowledge to a new domain. Instead, they ask

that software researchers work with scientists to learn more about their development

context, and establish which of our techniques can be used directly and what has to be
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adapted or created. With respect to the subject of this thesis, they ask:

At this point, we don't have a full list of factors that contribute to cor-

rectness of scienti�c software, particularly factors in areas that a software

engineer could address. What activities can contribute to factors of impor-

tance to correctness? How e�ective are these activities?

We will revisit these questions in Section 5.4.

Assessing the quality of scienti�c software may be tricky, but is it needed? Hatton

performed a study analysing scienti�c software from many di�erent application areas in

order to shed light on the answer to this question [15]. Hatton's study involved two types

of quality tests. The �rst test, T1, involved static analysis of over 100 pieces of scienti�c

software. This type of analysis results in a listing of �weaknesses�, or static code faults

� i.e., known �misuse[s] of the language which will very likely cause the program to fail

in some context". The second test, T2, involved comparing the output of nine di�erent

seismic data processing programs, each one supposedly designed to do the same thing,

on the same input data. Hatton found that the scienti�c software analysed had plenty of

statically detectable faults, that the number of faults varied widely across the di�erent

programs analysed, and that there is signi�cant and unexpected uncertainty in the out-

put of this software: agreement amongst the seismic processing packages is only to one

signi�cant digit. Hatton concludes that, "taken with other evidence, the T experiments

suggest that the results of scienti�c calculations carried out by many software packages

should be treated with the same measure of disbelief researchers have traditionally at-

tached to the results of uncon�rmed physical experiments." Thus, if Hatton's �ndings are

any indication of quality of scienti�c software in general then improvements in software

quality assessment of scienti�c software is dearly needed.
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2.3 Climate model development

The climate is �all of the statistics describing the atmosphere and ocean determined over

an agreed time interval.�[28] Weather, on the other hand, is the description of the atmo-

sphere at a single point in time. Climate modellers are climate scientists who investigates

the workings of the climate by way of computer simulations:

Any climate model is an attempt to represent the many processes that

produce climate. The objective is to understand these processes and to predict

the e�ects of changes and interactions. This characterization is accomplished

by describing the climate system in terms of basic physical, chemical and

biological principles. Hence, a numerical model can be considered as being

comprised of a series of equations expressing these laws. [28]

Climate modelling has also become a way of answering questions about the nature of

climate change and about predicting the future climate and, to a lesser extent, the

prediction of societal and economic impacts of climate change.

Climate models come in varying �avours based on the level of complexity with which

they capture various physical processes or physical extents. GCMs (�Global Climate

Models�, or �General Circulation Models�) are the most sophisticated of climate models.

They are numerical simulations that attempt to capture as many climate processes as

possible with as much detailed output as possible. Model output consists of data for

points on a global 3D grid as well as other diagnostic data for each time-step of the

simulation. Whilst GCMs may aspire to be the most physically accurate of models this

does not mean they are the most used or useful: simpler models are used for speci�c

problems or to �provide insight that might otherwise be hidden by the complexity of the

larger models� [28, 35]. The present work is concerned with the development of GCMs,

and it is this type of model that we refer to hereafter with the phrase climate model.
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GCMs are typically constructed by coupling together several components, each of

which is responsible for simulating the various subsystems of the climate: atmosphere,

ocean, ice, land, and biological systems. Each component can often be run independently

so as to study the subsystem in isolation. A special model component, the coupler,

manages the transfer of physical quantities (energy, momentum, air, etc.) between com-

ponents during the simulation. In order to facilitate experimentation, GCMs are highly

con�gurable. Entire climate subsystem components can be included or excluded, starting

conditions and physical parameterizations speci�ed, individual diagnostics turned on or

o�, as well as speci�c features or alternative implementations of those features selected.

2.3.1 What do we know about how they are developed?

We are only aware of one study, by Easterbrook and Johns [9], which strictly studies

the software development practices of climate modellers. The authors performed an

ethnographic study of a major climate modelling centre in order to explore how scientists

�think about software correctness, how they prioritize requirements, and how they develop

a shared understanding of their models.�

This study con�rms what we have already summarised above about general scienti�c

software development in a high-performance computing environment. In addition, East-

erbrook and Johns �nd that evolution of the project and structure of the development

team resembles those found in an open source community even though the centre's code

is not open nor is development geographically distributed. Speci�cally, the domain ex-

perts and primary users of the software (the scientists) are also the developers. As well,

there are a small number of code owners who act as gatekeepers over their component

of the model. They are surrounded by a large community of developers who contribute

code changes that must pass through an established code review process in order to be

included in the model.

Easterbrook and Johns also describe the veri�cation and validation (V&V) prac-



Chapter 2. Background 14

tices used by climate modellers. They note that these practices are �dominated by the

understanding that the models are imperfect representations of very complex physical

phenomena.� Speci�c practices include the use of validation notes : unique printed vi-

sualisations of model outputs for visually assessing the scienti�c integrity of the run or

as a way to compare it with other model runs. Another V&V technique is the use of

bit-level comparisons between the output of two di�erent versions of the model con�g-

ured in the same way. These provide a good indicator of reproducibility on longer runs,

and strong support that the changes to the calculational model have not changed the

theoretical model. Finally, results from several di�erent models are compared. Orga-

nized model intercomparisons are conducted with models from several organisations run

on similar scenarios2. Additionally, the results from several di�erent runs of the same

model with perturbed starting conditions are compared in model ensemble runs. This is

done so as to compare the model's response to di�erent parameterizations, implementa-

tions, or to quantify output probabilities. Easterbrook and Johns conclude that �overall

code quality is hard to assess�. They describe two sources of problems: con�guration

issues (e.g. con�icting con�guration options), and modelling approximations which lead

to acknowledged error. Neither of these are problems with the code per se.

2.4 Software quality as understood by software researchers

So far we have reviewed the idiosyncrasies of scienti�c software development, and we

have discussed how assessing software quality in the scienti�c domain is muddied by the

uncertainties inherent in measurements and theory. We now turn the discussion over to

surveying software quality as it is understood by software researchers.

2See http://cmip-pcmdi.llnl.gov/ for more information.
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2.4.1 De�ning Software Quality

It should come as no surprise that the term software quality is di�cult to de�ne with

any precision. Jones [21] explains that there are many varying descriptions of software

quality. They may include such general elements as �conformance to requirements�,

�achieving user satisfaction�, ��tness for use�, and �low defect levels�. Kitchenham and

P�eeger [25] suggest that the wide ranging de�nitions are best understood by seeing

software quality as arising from one of Garvin's [12] �ve quality perspectives:

Transcendental view Software quality can be recognised and worked towards, but

never precisely de�ned nor perfectly achieved. This view holds that quality is

inherently unmeasurable.

User view Software quality is ��tness for purpose�. It is de�ned by how well the soft-

ware suits the needs of its users. This view does not consider the construction

of the software unless it has a bearing on the user experience. Measuring user

quality involves re�ning concepts like �reliability� and �usability� into measurable

characteristics (for example, the number of hours of learning time needed to use

the software).

Manufacturing view Software quality is conformance to speci�cations and develop-

ment processes. A product is of high quality if it is built as it was intended, in the

way it was intended. Measuring manufacturing quality is done through measuring

defect counts and rework costs.

Product view Software quality refers to the amounts of measurable internal character-

istics and components of the software itself without regard to its use or usability.

Software metrics like code coverage, cyclomatic complexity, and program size are

some ways of measuring software quality from the product view.

Value-based view Software quality is equivalent to what the customer is willing to
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pay for the piece of software. This view holds that since software must ultimately

be sold the quality concerns from all other views must be balanced so as to make

a product viable in the market place. Garvin notes that this view is somewhat

con�icted because it combines �quality, which is a notion of 'excellence', and value

which is a notion of 'worth� '.

Garvin points out that such di�erent and possibly incompatible de�nitions of quality

means there is the potential for miscommunication and misunderstanding when discussing

quality issues. After a discussion of the di�culty of de�ning quality, Jones concludes that

to be practical, �quality must be measurable when it occurs [and] predictable before it

occurs�. That is, while we may not be able to de�ne quality precisely we still need some

way of assessing and managing it.

2.4.2 Measuring Software Quality

Software quality is variously de�ned as, �the degree to which a system, component or

process meets speci�ed requirements,� [2] or more broadly as, �the degree to which soft-

ware possess a desired combination of attributes� [3]. Software researchers see quality as

a broad concept which can be made quantitative by decomposing it into quality factors

and subfactors. Each factor can then be associated with speci�c metrics which are taken

as indicating the degree to which the factor is present, and so also indicating the degree

of overall quality.

The dominant quality views ascribed to in the software research discipline are the

product and manufacturing views. Software is seen as a product resulting from a manu-

facturing process, and so the quality of the software product can be measured indepen-

dently of the quality of the manufacturing process. Van Vliet [37] calls this notion the

Product-Process dichotomy. The goals of software quality approaches can be separated

into those that see quality as the extent to which the product or process conforms to

predetermined quality requirements, and those that see quality as the extent to which
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the product or process improves over time with respect to those requirements. Van Vliet

calls this distinction the Conformance-Improvement dichotomy.

Each of these approaches has been formalised in software engineering standards. ISO

9126 [1] and IEEE Std 1061 [3] are both primarily aimed at managing product con-

formance. The CMM/CMMI3 is a framework for process improvement. ISO 9001 and

related ISO 900x standards4 de�ne how to manage process conformance.

Software quality terminology is not used with much consistency, and so a few de�ni-

tions will be needed before we continue. Error is the di�erence between a measured or

computed quantity and the value of the quantity considered to be correct. A code fault

is a mistake made when programming; it is "a misuse of the language which will very

likely cause the program to fail in some context." [15] A failure occurs when a code fault

is executed. A detected failure is a failure that causes error which is observed at runtime.

A terminal failure is a failure that causes the program to abort [18]. We will use failure

to mean both detected and terminal failures. The terms defect and bug are commonly

used to refer to failures or faults, or both. When using these terms we will specify how

we intend them to be understood.

3http://www.sei.cmu.edu/cmmi/
4See http://www.iso.org/iso/iso_catalogue/management_standards/iso_9000_iso_14000/iso_9000_essentials.htm
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Approach

The approach taken in this study is exploratory. We have tried to treat ourselves as

strangers in a strange land � assuming as little as possible about the ways and values of

the climate scientists engaged in software development. Our two research questions stem

from this exploratory approach. The �rst question, What does software quality mean to

climate modelers? is an obvious departure point for discovering the layout of this strange

land. The second question, How do we assess and benchmark software quality? is an

attempt to be more practical by leading us towards insights on assessing the quality of

the software in usable terms. The second question depends on the �rst since without a

clear description of what software quality means from the perspective of the modellers

we risk misapplying our techniques.

We come at these questions from three di�erent directions: a defect density analysis

and static fault analysis of climate model code, and semi-structured interviews with

climate modellers. We will not be discussing in detail the results of our interview study

but we will be drawing from our results to inform and support our analysis. By using

these three approaches we are able to evaluate the e�ectiveness of two quality assessment

techniques (defect density analysis and static analysis) as well as gather much more

qualitative data on scientists perceptions of quality, and quality assessment techniques.

18
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We began this study simply with the idea of running a thorough defect density analysis

across several models in the hope that we could support or reject Easterbrook and Johns'

very low defect density result. That is, we began with the question, �What is the software

quality of climate models?� and �Why does it appear to be so low?� With some re�ection

we realized that the defect density of a code is only a single indicator of quality. We

turned to static analysis since, as Hatton [13] discusses, it may be an essential source of

quality indicators and especially useful for scienti�c code like climate models which are

inherently di�cult to validate. Finally, we asked what quality concepts these indicators

should refer to if we hope to capture quality that is relevant to climate scientists; and so

we broadened the study to include interviews with the scientists in order to elicit these

quality notions.

Convenience sampling and snowballing were used to �nd the participants for this

study. We started with our contacts from a previous study [9], and were referred to other

contacts within other centres. In addition, we were able to access the code and version

control repositories for certain centres anonymously from publicly available internet sites.

We only considered modelling centres with large enough modelling e�orts that they had

submitted climate simulation runs to the IPCC Fourth Assessment Report [20] (or centres

developing a model component that had been used). We used this criteria because the

modelling centres were well-known, and we had access to the code, project management

systems, and developers. In the interests of privacy the centres must remain anonymous.

Table 3.1 lists the projects included in this study, and indicates which aspects of the

study they were part of. Projects C1-C5 are climate modelling projects, while Httpd1,

vtk2, and lapack [4] are open source projects unrelated to climate modellig which we

have included for comparison.

1http://httpd.apache.org/
2http://www.vtk.org/



Chapter 3. Approach 20

Table 3.1: Projects included in this study

Project Defect Density Analysis Static Code Fault Analysis Interviews

C1 Yes Yes �

C2 Yes Yes Yes

C3 Yes Yes Yes

C4 � � Yes

C5 � Yes �

HTTPD Yes � �
VTK Yes � �

LAPACK � Yes �

3.0.3 Defect Density Analysis

Appropriately or not, defect density is used widely as a rough indicator of product quality

[14]. Defect density is de�ned as the number of defects found in a product divided by the

size of the product. It is an intuitive indicator of product quality since it corresponds to

the idea that a defect takes away from the overall product quality, and that having more

defects per unit is indicative of a worse quality product than a product with fewer defects

per unit. We will have much more to say about the validity and usefulness of counting

defects as a measure of quality in the Section 5. For the moment, we will consider this

a meaningful measure that, if nothing else, is useful because it is the de facto measure

of software quality in informal discussion and in the literature, and so it enables us to

compare software quality amongst di�erent projects.

Counting defects

There are various ways of measuring the number of defects present in a software product.

Typically, a defect is taken to be indicated by an issue/bug report logged against the

product. This approach has the drawback of missing those defects that are not reported,

but which have simply been found and �xed. To remedy this, our approach in this

study is to characterise a defect as anything worth �xing. We felt this characterisation is

broad enough that it captures the essence of a defect regardless of the quality perspective
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taken, as well as being amenable to the volatile requirements of scienti�c software de-

velopment. By this characterisation, defects are only those problems that are found and

�xed; problems that are identi�ed but never actually �xed are not considered defects.

This characterisation led us to consider two defect indicators. Defect tickets are

problem reports about faults or failures, and include documentation on the resolution of

the problem. Defect �xes are any code changes made to repair a defect. Defect tickets are

typically easy to count since they are labeled and stored in a project database which can

be queried directly. We counted only those tickets speci�cally labeled as defects and also

labeled as �xed or resolved. Counting �xes is more problematic since all code changes

are recorded in a version control repository and the only form of labeling is through

the use of free-form log messages associated with each change. We used a technique for

identifying �xes by searching the revision log messages for speci�c keywords or textual

patterns [38].

Speci�cally, our method for counting �xes is as follows. We began by manually

inspecting a sample of the log messages and code changes from each project. We identi�ed

which revisions appeared to be defect �xes based on our understanding of the log message

and details of the code change. We then came up with patterns (as regular expressions) for

automatically identifying those log messages. We re�ned these patterns by sampling the

matching log messages and modifying the patterns in an attempt to improve precision.

We did not formally calculate the precision or recall of this technique but we tended

towards recall at the expense of precision. The pattern we settled on matches messages

that contain the strings �bug�, ��x�, �correction�, or �ticket�; or contain the �#� symbol

followed by digits (this typically indicates a reference to a ticket). Figure 3.1 shows a

sample of log messages that match this pattern.

Some centres were able to provide us with a snapshot of their version control reposi-

tory, and access to their bug tracking system (e.g., Bugzilla or Trac). In the cases where
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1. CT : BUGFIX083 : add the initialisation of the prd 2D array in the xxxxx

subroutine

2. xxxx_bugfix_041 : SM : Remove unused variables tauxg and tauyg

3. Correct a bug in ice rheology, see ticket #78

4. Correct a bug and clean comments in xxxxx, see ticket #79

5. Ouput xxxx additional diagnostics at the right frequency, see ticket:404

6. Initialization of passive tracer trends module at the right place, see

ticket:314

7. additional bug fix associated with changeset:1485, see ticket:468

8. CT : BUGFIX122 : improve restart case when changing the time steps between 2

simulations

9. Fix a stupid bug for time splitting and ensure restartability for dynspg_ts in

addition, see tickets #280 and #292

10. dev_004_VVL:sync: synchro with trunk (r1415), see ticket #423

Figure 3.1: A sample of version control log messages indicating a defect �x. (Redacted
to preserve anonymity.)

we only had access to the Subversion repository we used the tool CVSAnalY3 to build

an SQLite4 database of the repository items. This includes a table for all of the log

messages for each revision, a table for all of the �les and folders, and so on. One cen-

tre provided us with a snapshot of their Trac5 installation and repository. We used the

database powering the Trac installation (also stored as SQLite) as it stores the repository

data in a similar way to CVSAnalY.

Measuring Product Size

The size of a software product is typically measured in terms of code volume (e.g.,

source lines of code) or function points (a measure of the functionality provided). Source

lines of code (SLOC) are straightforward to measure whereas function points, although

3http://tools.libresoft.es/cvsanaly
4http://sqlite.org/
5http://trac.edgewall.org/
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more subjective and time-consuming to measure, are considered to be a more direct

measurement of the essential and useful properties of a piece of software [21]. We chose

to use the source lines of code measurement because it was easy to measure (as non-

domain experts of the systems), easily replicated by others, and widely used [21, 30].

There are two broad types of source lines of code measures: physical, and logical. The

Physical SLOC measure views the lines of text in a source code �le as potential lines of

code to be counted. There is no standard de�nition of which types of lines to count. In

this study, the physical SLOC measure we report counts all lines except blank lines and

lines with only comments. The Logical SLOC measure ignores the textual formatting

of the source code and attempts to count each statement, however it is de�ned in the

language, as a source line of code. In this study we report both of these measures but

we use the physical SLOC measure in our calculation of defect density.

We used the CodeCount6 tool to count source lines of code for all of our projects

7. We determined which �les to include in the count based on their extension (.F, .f,

.f90 for Fortran �les and .c, .cpp, .h, and .hpp for C/C++ projects). We included

other �les if we knew from conversations with the developers that they contained code

(for example, model C2 contained Fortran code in certain .h �les). It is important to note

that we analysed the �les in their preprocessed state and so our line counts include lines

which contain only C preprocessing directives. As well, our product size measurement is

of the entire modelling project (i.e. all of the �les included in a source snapshot); that

is, we did not restrict our count to only those �les used in any one model con�guration.

Computing Defect Density

Defects are not discovered all at once; they are discovered throughout the evolution of a

product. Yet, the size of a product is only de�ned for a speci�c version of a product. The

6http://csse.usc.edu/research/CODECOUNT/
7See Appendix, section 6.1, for the CodeCount con�guration �le we used for Fortran projects.
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term version can mean any source code snapshot from the repository whose size we can

measure and associate defects to. Of course, a version in this sense does not necessarily

have to refer to a public release of the product since defects can be both reported and

�xed on unreleased, or internally released, versions of a product. This is an important

point because for at least one of the models (C3) we know from discussions with the

developers that the repository does not contain any major releases of the project.

We considered only versions from the repository that were marked as signi�cant either

by being tagged in the repository (this applies to C1, C3, Httpd, and vtk), or by being

indicated to us as signi�cant by the developers through personal communications (this

was the case for model C2). Ideally we would pick only those versions corresponding to

major releases of the project and not intermediate releases. For several of the projects

we analysed we did not know with certainty which repository versions correspond to

releases (and, as mentioned, some did not have releases). For the projects where we

knew which versions corresponded to releases we used those. For the other projects we

were forced to make an educated guess. We assumed that tickets are only logged against

major versions of the product, and so we attempted to match repository tag names to

the version numbers listed in the ticket database. Where there was ambiguity over which

tag version to choose we chose the oldest one8. Our intuition here is that development on

a major version progresses with minor versions being tagged in the repository up until

the �nal release.

Associating a defect to a product version can be done in several ways. In a simple

project development proceeds on one release at a time. We can make the simplifying

assumption that the defects found and �xed just before or after the date of a release are

very likely defects in that release. Defects which occur before the release date are called

pre-release defects, and those which occur afterwards are called post-release defects.

8For instance, in one project there were repository tags of the form <release_number>_beta_<id>,
and a ticket version of the form <release_number>_beta.
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Thus, a straightforward method for associating defects to product versions is to assign

all of the defects that occur within a certain interval of time before or after the date the

version was created to that version. We call this method interval association. We used

an interval of six months. A variation on this technique is to assign all of the defects that

occur in the time spanning the version's create date and the following version's create

date to that version. We call this method span association. A slightly more sophisticated

method is used in [38] whereby ticket IDs are extracted from the log messages of �xes,

and the version label from the ticket is used to indicate which version to assign the defect

to. We call this method ticket association.

Comparator Projects

To provide some perspective on our results, we included two of the three open source

projects in our analysis as comparators: the Apache Httpd webserver, and the Visualiza-

tion Toolkit (vtk) package for scienti�c 3D graphics, image processing and visualization.

These projects are both primarily C/C++ projects. We used the C/C++ version of the

CodeCount tool to measure the line counts.

3.0.4 Fault Analysis

Hatton [13, 15, 17] argues that static inspection and fault removal is a prerequisite for

writing safe and correct code. Static inspection also may provide a more objective view

on software quality since it does not depend on the defect �nding activities of the software

team to report or �x bugs in order to identify code quality problems. In Section 3.0.3

we considered failures : visible and reported problems with the software in use. Static

inspection reveals faults in the code: problems, or �weaknesses�, with the code that may

have not manifested themselves as a problem during use. Faults may also be characterised

as �failures waiting to happen� according to Hatton. Static faults are those faults we can

discover simply by inspecting the code itself.
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We used flint, a static analysis tool built by Cleanscape9, to identify static faults

in Fortran code. This tool identi�es three categories of faults: syntax faults which are

�constructs that will not compile or that may be interpreted by the compiler in a di�erent

way [than intended],� interface faults which are �problems with the interactions between

subprograms,� and usage faults which are �improper use of variables and arrays.�

The models under study in this work are highly con�gurable. Each model component

(for example, the atmosphere, or ocean component) is a functioning model in its own

right that can be con�gured and run separately. The components are composed of various

modules, each representing various climate processes. A model often has alternative ver-

sions of both model components and the modules which compose them. All of these parts

designed to be assembled in various ways to build di�erent con�gurations of the climate

model. Con�guration is achieved through a combination of C preprocessor instructions

to include or exclude parts of the code, shell scripts and make�les to assemble and ready

the appropriate source �les for compilation, and runtime con�guration options stored in

con�guration data �les (which may be output from a di�erent branch of the con�guration

process). The extreme �exibility in model con�guration means that a model should not

be thought of in the singular sense. Whilst there is one body of source code, a very large

number of di�erent climate models can be produced from it depending on how the code

is con�gured and which runtime options are provided.

This poses a problem for performing static analysis since static analysis tools are

designed to operate on a corpus of code that is compilable, but before the climate model

code can be compiled it has to go through several stages of con�guration processing.

Ideally, we would run the con�guration scripts up to the point in which they produce

the complete, post-processed and ready-to-compile model code, which we could then

run through the static analyzer. See Figure 3.2 for a schematic of the ideal con�guration

processing pipeline. Unfortunately, the con�guration and compilation stages are typically

9http://legacy.cleanscape.net/products/fortranlint/index.html
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Figure 3.2: Schematic of the idealized con�guration pipeline of a climate model. Static
analysis occurs after the source �les for a con�guration have been selected for compilation.
Preprocessing is either handled by flint or by the model con�guration scripts.

not separated so cleanly. Instead, the con�guration and compilation steps are often

interleaved across various scripts with the possibility of all sorts of intermediate processing

occurring at any point.

We considered two approaches to overcome this problem. The �rst approach involved

rewriting the con�guration scripts to cleanly separate the con�guration and compilation

stages. We decided against this because the con�guration scripts are very complex and

refactoring them would likely introduce errors. We choose instead to instrument the

con�guration scripts so as to intercept each call to the compiler and redirect that call

to a custom script. The script simply copies the target �le to another location, possibly

performing C-preprocessing on it as the real compiler might have done. In this way

we were able to obtain a snapshot of only those �les that were compiled for a given

con�guration. We then used that snapshot of code as the target of the static analysis

process.

Most models use an abstraction layer for reading and writing data �les called NetCDF.

NetCDF is a third-party library that comes with Fortran bindings. In order to run flint

over the model sources we needed to provide a formatted description of the NetCDF

Fortran bindings, known to flint as a shell �le. A shell �le is needed in much the same

way as a C header �le is needed when compiling code that makes calls to an external



Chapter 3. Approach 28

library. We created the NetCDF shell �le based o� of the published Fortran 90 Interface10,

and added flint-speci�c markup to indicate function parameter usage. See Appendix,

Section 6.2 for a complete listing of the shell �le used.

In the course of using flint we discovered an issue with the tool in which it would raise

a syntax error fault for USE...ONLY statements which import variables under a di�erent

name. Speci�cally, flint would ignore the renamed variables in statements of the form:

USE <module>, ONLY: new_name => orig_name

and complain that a type declaration for symbol new_name was missing (error code #136).

We con�rmed with the developers of flint that this was a valid issue with the version

of flint we were using. They suggested the following workarounds:

1. Remove the ONLY modi�er, thus making the USE statement import all module en-

tities. This workaround leads to name clashes when the module contains entities

with the same name as those being imported by the USE statement.

2. Verify that this warning was only occurring because of entities listed in the USE...ONLY

statements, and if so, turn o� the warning. Unfortunately these type of warnings

occur which cannot be attributed to entities in USE...ONLY statements.

3. Remove the renamed variables causing this fault from the USE...ONLY statements,

and then declare the variables locally. This removes the semantic link between the

two modules, and potentially introduces or hides variable initialization errors.

Whilst easiest to implement, we felt workaround #2 would hide too many valid faults,

and workaround #1 introduced many more faults than it removed. Therefore, we choose

workaround #3 as it was straightforward to implement, and did not result many addi-

tional faults.

10http://www.unidata.ucar.edu/software/netcdf/docs/netcdf-f90/
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Comparator Project

To compare our results to a non-climate model project, we included lapack in our anal-

ysis. lapack is a collection of linear algebra routines written in Fortran 90 and initially

released in 1992. We choose lapack because of it is opensource scienti�c software, has

a long history of development, and is written in Fortran.

3.0.5 Interviews

Defect density and fault analysis both consider only the artifacts of the development pro-

cess: defect reports and the code. Since our goal is to understand the ideas of software

quality held by the developers of the models we wanted a more direct method of inves-

tigating this domain. We choose to conduct interviews with climate scientists actively

involved in the development of climate models about software defects they have encoun-

tered and resolved. Our assumption here is that through understanding the story of how

a defect was found and �xed we can gain insight into the software quality views and

values held by the scientists. As noted, our approach here is ethnographic and founded

on the idea that software quality (and quality in general) is best understood as a highly

contextual, domain dependent concept. This idea is partially supported by Garvin's work

on the views of quality [12].

The interviews were semi-structured. We used questions from the SEI technical re-

port, �Software Quality Measurement: A Framework for Counting Problems and Defects�

[11] as a way to guide the interviews. The report identi�ed several orthogonal aspects of a

defect for which to gather information on when building a software quality measurement

program (See Table 3.3). We felt that these questions were appropriate to ask in their

own right but also useful as a way to elicit further discussion about the defect �nding

and �xing process. The questions posed in the SEI document are very narrow in scope

so we broadened their meaning as much as possible when speaking with the interviewees
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Identi�cation: What software product or software work product is involved?

Finding Activity: What activity discovered the problem or defect?

Finding Mode: How was the problem or defect found?

Hiding Mode: Why did the defect go undiscovered?

Criticality: How critical or severe is the problem or defect?

Problem Status: What work needs to be done to dispose of the problem?

Problem Type: What is the nature of the problem? If a defect, what kind?

Uniqueness: What is the similarity to previous problems or defects?

Urgency: What urgency or priority has been assigned?

Environment: Where was the problem discovered?

Timing: When was the problem reported? When was it discovered? When was it cor-
rected?

Originator: Who reported the problem?

Defects Found In: What software artifacts caused or contain the defect?

Changes Made To: What software artifacts were changed to correct the defect?

Related Changes: What are the prerequisite changes?

Projected Availability: When are changes expected?

Released/Shipped: What con�guration level contains the changes?

Applied: When was the change made to the baseline con�guration?

Approved By: Who approved the resolution of the problem?

Accepted By: Who accepted the problem resolution?

Figure 3.3: Interview questions asked for each defect discussed.
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in order to get richer answers. So, for instance, the Finding Mode question is, according

to the SEI document, meant to ask only about whether the problem was uncovered when

the program was in operation or in some other non-operational setting. When we asked

the question we took it to ask about the full story behind how the problem was discovered

(including the operational/non-operational discovery mode), as well as how the cause of

the defect was uncovered.

We made contact with interviewees often through a chain of referrals from contact

people we had at each organization. In some cases we were asked to solicit interviews

by sending an email describing the overall study objectives to be circulated amongst the

sta�. When a scientist expressed interest in participating we selected a list of potential

defects to discuss. We did this by randomly selecting ten tickets from their issue database.

We only included tickets marked as defects that had been �xed in the last two years.

Furthermore, we only included tickets that the interviewee had reported, or to which

they were assigned the job of �xing. We sent the initial list of tickets to the interviewee

and asked that they review them and tell us which defects they felt they were able to

discuss (in case they could not remember an older defect, or that their involvement had

been misreported). With a short list of at least three to six defects in hand for discussion

we arranged an interview session. Every interview was conducted over the phone, except

for one conducted over a series of email exchanges.
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Results

4.1 Defect Analysis

In this section we describe the results of our study of defect density of several climate

models and comparator projects.

Figure 4.1: Repository time lines of the projects analysed. Each tagged version is marked and the

versions included in our analysis are labeled.
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Repository timeline

Figure 4.1 shows the repository time line of each project, with each version marked

as a single point. The versions included in our analysis have been labeled. To maintain

32
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Table 4.1: Lines of code measurements for each project analysed.
Project Version Logical Physical Total
C1 v33 62091 85232 146644

v36 64144 88139 150859
v40 70402 96755 162560
v38 74538 102044 170945
v39 75810 103750 173537

C2 v0 320080 519430 910465
v1 320739 523770 915714
v2 325128 533753 929512
v3 335476 552054 952419
v4 273906 465227 789877
v5 273654 466449 784756
v6 273210 465997 784204
v7 275275 468331 784581
v8 287011 485356 806414

C3 v25 290833 387300 689667
v71 259251 355052 641899
v111 261363 356662 666658
v86 252234 346081 649882
v141 324330 435033 785162

httpd 2.0.35 62454 93236 155140
2.1.7 51959 79437 128433
2.2.10 52037 79537 129005
2.3.4 51995 79337 129398

vtk VTK-5-0-1 467110 762807 1113017
VTK-5-0-2 467154 762866 1113108
VTK-5-0-3 467062 761483 1110564
VTK-5-0-4 467972 762474 1111821
VTK-5-2-0 783607 1234645 1801246
VTK-5-2-1 792209 1245094 1816905
VTK-5-4-0 871030 1379811 2018099
VTK-5-4-1 871070 1379830 2018144
VTK-5-4-2 871070 1379831 2018149

anonymity we have renamed the versions for the model projects.

Table 4.1 lists the physical lines of code for each project. For completeness we also

include the logical line count, the total number of lines (that is, including comments and

blank lines).

Table 4.2 shows the raw defect counts for each project using the interval-, span-, and

ticket-association methods. Table 4.3 mirrors this table in structure, but lists the defect

densities using the physical LOC product size measurement.

Table 4.4 lists the defect counts and product sizes for several Eclipse1 versions as

1http://www.eclipse.org/
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Table 4.2: Defect counts for each project. The table includes the pre- and post- release
interval-association defect counts and the span-association defect counts for each defect
type.

Interval Span Tickets
Fixes Tickets Fixes Tickets Fixes Tickets

Project Version Pre Post Pre Post Post Post Pre Post Pre Post

C1 v33 59 46 0 0 69 0 0 0 0 2
v36 68 23 0 20 107 89 2 44 0 46
v40 84 31 69 46 21 20 0 12 0 15
v38 78 61 64 58 34 29 0 45 0 46
v39 53 74 44 71 78 135 0 12 0 25

C2 v0 29 399 9 46 297 38 13 219 6 46
v1 326 371 47 28 259 23 6 106 0 38
v2 421 624 50 35 496 32 17 70 0 17
v3 608 529 42 33 316 25 10 130 0 48
v4 620 613 45 34 482 30 5 137 0 22
v5 563 573 33 37 411 26 3 88 0 24
v6 589 748 38 63 360 29 7 93 0 27
v7 627 807 49 87 702 74 33 156 0 29
v8 917 105 93 13 105 13 0 0 0 0

C3 v25 167 255 83 157 1008 397 9 29 37 96
v71 396 325 117 68 146 29 12 8 34 7
v111 420 299 97 66 0 0 0 2 2 19
v86 420 299 97 66 1071 172 2 0 10 2
v141 469 227 75 54 227 54 3 0 16 17

httpd 1.3.6 176 178 0 0 2169 15 0 9 0 108
2.0.35 553 495 15 351 2217 1090 1 236 6 949
2.1.7 207 366 75 91 1524 483 8 12 45 8
2.2.10 213 204 49 29 463 63 174 33 284 35
2.3.4 215 21 24 12 21 12 101 2 155 6

vtk VTK-5-0-1 789 928 26 47 219 15 0 0 0 0
VTK-5-0-2 750 866 33 36 1104 39 0 0 0 0
VTK-5-0-3 1015 1426 33 23 1969 32 0 0 0 0
VTK-5-0-4 1166 1540 25 17 1812 22 0 0 0 0
VTK-5-2-0 1311 1526 17 12 958 9 0 0 0 0
VTK-5-2-1 1366 1792 14 11 794 7 0 0 0 0
VTK-5-4-0 1595 1604 13 8 676 3 0 0 0 0
VTK-5-4-1 1649 1312 13 8 127 0 0 0 0 0
VTK-5-4-2 1697 1330 11 8 1709 12 0 0 0 0
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Table 4.3: Defect density. This is calculated as the number of defects per thousand LOC.
We use the physical LOC product size measurement.

Interval Span Tickets
Fixes Tickets Fixes Tickets Fixes Tickets

Project Version Pre Post Pre Post Post Post Pre Post Pre Post

C1 v33 0.692 0.540 0.000 0.000 0.810 0.000 0.000 0.000 0.000 0.023
v36 0.772 0.261 0.000 0.227 1.214 1.010 0.023 0.499 0.000 0.522
v40 0.868 0.320 0.713 0.475 0.217 0.207 0.000 0.124 0.000 0.155
v38 0.764 0.598 0.627 0.568 0.333 0.284 0.000 0.441 0.000 0.451
v39 0.511 0.713 0.424 0.684 0.752 1.301 0.000 0.116 0.000 0.241

C2 v0 0.056 0.768 0.017 0.089 0.572 0.073 0.025 0.422 0.012 0.089
v1 0.622 0.708 0.090 0.053 0.494 0.044 0.011 0.202 0.000 0.073
v2 0.789 1.169 0.094 0.066 0.929 0.060 0.032 0.131 0.000 0.032
v3 1.101 0.958 0.076 0.060 0.572 0.045 0.018 0.235 0.000 0.087
v4 1.333 1.318 0.097 0.073 1.036 0.064 0.011 0.294 0.000 0.047
v5 1.207 1.228 0.071 0.079 0.881 0.056 0.006 0.189 0.000 0.051
v6 1.264 1.605 0.082 0.135 0.773 0.062 0.015 0.200 0.000 0.058
v7 1.339 1.723 0.105 0.186 1.499 0.158 0.070 0.333 0.000 0.062
v8 1.889 0.216 0.192 0.027 0.216 0.027 0.000 0.000 0.000 0.000

C3 v25 0.431 0.658 0.214 0.405 2.603 1.025 0.023 0.075 0.096 0.248
v71 1.115 0.915 0.330 0.192 0.411 0.082 0.034 0.023 0.096 0.020
v111 1.178 0.838 0.272 0.185 0.000 0.000 0.000 0.006 0.006 0.053
v86 1.214 0.864 0.280 0.191 3.095 0.497 0.006 0.000 0.029 0.006
v141 1.078 0.522 0.172 0.124 0.522 0.124 0.007 0.000 0.037 0.039

httpd 2.0.35 5.931 5.309 0.161 3.765 23.778 11.691 0.011 2.531 0.064 10.178
2.1.7 2.606 4.607 0.944 1.146 19.185 6.080 0.101 0.151 0.566 0.101
2.2.10 2.678 2.565 0.616 0.365 5.821 0.792 2.188 0.415 3.571 0.440
2.3.4 2.710 0.265 0.303 0.151 0.265 0.151 1.273 0.025 1.954 0.076

vtk VTK-5-0-1 1.034 1.217 0.034 0.062 0.287 0.020 0.000 0.000 0.000 0.000
VTK-5-0-2 0.983 1.135 0.043 0.047 1.447 0.051 0.000 0.000 0.000 0.000
VTK-5-0-3 1.333 1.873 0.043 0.030 2.586 0.042 0.000 0.000 0.000 0.000
VTK-5-0-4 1.529 2.020 0.033 0.022 2.376 0.029 0.000 0.000 0.000 0.000
VTK-5-2-0 1.062 1.236 0.014 0.010 0.776 0.007 0.000 0.000 0.000 0.000
VTK-5-2-1 1.097 1.439 0.011 0.009 0.638 0.006 0.000 0.000 0.000 0.000
VTK-5-4-0 1.156 1.162 0.009 0.006 0.490 0.002 0.000 0.000 0.000 0.000
VTK-5-4-1 1.195 0.951 0.009 0.006 0.092 0.000 0.000 0.000 0.000 0.000
VTK-5-4-2 1.230 0.964 0.008 0.006 1.239 0.009 0.000 0.000 0.000 0.000
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Table 4.4: Eclipse defect counts, product size, and defect density
Defects CodeCount Density

Release Pre Post SLOC Logical Physical Total Pre Post

2.0 3081 701 796941 623823 797902 1362753 3.861 0.879
2.1 2175 506 987603 769766 988385 1678608 2.201 0.512
3.0 3427 1128 1305908 1022806 1308069 2248561 2.620 0.862

published by Zimmerman et. al [39]. We extracted the defect counts for each version

by totaling the defects found across all of the plug-ins that compose the Eclipse JDT

product. The product size was calculated in a similar manner but we have also included

the product size counts obtained from the Java version of the CodeCount tool. There is

agreement of the CodeCount physical SLOC count to within 0.2 % of the �gure derived

from the Zimmerman et al. data. Nevertheless, to be consistent in our density measures

we have calculated defect density using the physical SLOC �gure from the CodeCount

tool.

4.2 Static Analysis

flint classi�es each fault it detects into one of four categories: syntax issues, interface

issues, data usage issues, and issues involving the implicit typing of typing. Faults in each

of the �rst three categories are further classi�ed by severity as either: error, warning, or

FYI. As mentioned, flint operates in two analysis modes: inline checking or interface

checking.

Tables 4.5, 4.6, 4.7, and 4.8 list the fault types and number of occurrences detected

for each project we analysed. Both the fault counts for inline and interface static analysis

are listed. Table 4.9 summarises these tables by providing overall total fault occurrences

for each fault category and fault severity.
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Table 4.5: Model C1 fault counts.
Counts

Interface Inline Fault Type Code Description

401 - INTRFC ERR 834 call to generic ∗doesn't match available speci�c ∗
204 - INTRFC WARN 737 ∗argument is not compatible with the ∗argument.
199 - INTRFC WARN 736 ∗actual arg passed to a ∗dummy arg.
195 301 SYNTAX ERR 136 type declaration for symbol ∗missing.
125 - INTRFC ERR 252 ∗array passed to dummy arg which is a ∗array.
101 101 IMPLCT 125 symbols were implicitly typed as ∗: ∗, ∗
95 - INTRFC FYI 132 unused subroutines: ∗, ∗
85 68 USAGE WARN 127 local variable ∗is set but never referenced.
48 - USAGE FYI 744 unused module entity: ∗, ∗
30 - USAGE WARN 743 module entity set but not referenced: ∗, ∗
26 - USAGE ERR 742 module entity referenced but not set: ∗, ∗
24 24 USAGE FYI 124 dummy argument ∗is unused.
14 14 SYNTAX ERR 663 must be a pointer or an allocatable array; object ignored.
13 - INTRFC WARN 63 expression is changed by subprogram.
12 - INTRFC ERR 85 ∗function locally typed as ∗.
12 - INTRFC WARN 752 ranks of the actual and dummy args di�er (∗vs ∗dimen-

sions).
10 10 SYNTAX FYI 138 unused labels: ∗, ∗
9 - INTRFC ERR 292 ∗is not an allowable type for this intrinsic procedure.
8 - USAGE ERR 126 local variable ∗is referenced but never set.
8 8 USAGE FYI 128 local variable ∗declared but unused.
6 - INTRFC ERR 59 constant is changed by subprogram.
6 - INTRFC FYI 131 unused functions: ∗, ∗
6 6 SYNTAX FYI 105 string will be truncated (from ∗to ∗chars).
3 - INTRFC ERR 293 ∗argument is not compatible with the ∗argument.
3 - USAGE ERR 739 INTENT(IN) dummy arg ∗was rede�ned or became unde-

�ned.
3 3 SYNTAX ERR 452 cannot assign an array expression to a variable.
2 - INTRFC ERR 55 ∗actual arg passed to a ∗dummy arg.
2 - INTRFC ERR 56 not enough arguments.
2 2 SYNTAX ERR 451 array sections not conformable (∗vs ∗dimensions).
2 2 SYNTAX ERR 644 only POINTER and DIMENSION allowed in structure

component de�nition statements; attribute ignored.
1 - INTRFC ERR 251 ∗variable passed to dummy arg which is a ∗array.
1 - INTRFC ERR 253 ∗array member passed to dummy arg which is a ∗array.
1 - INTRFC ERR 257 ∗expression passed to dummy arg which is a ∗array.
1 - INTRFC FYI 279 ∗array passed to ∗array of smaller size (by ∗bytes).
1 1 SYNTAX ERR 20 extra characters following an otherwise valid statement.
1 1 SYNTAX ERR 42 missing expression.
1 1 SYNTAX ERR 767 must be an assignment statement.
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Table 4.6: Model C2 fault counts.
Counts

Interface Inline Fault Type Code Description

- 14346 USAGE FYI 124 dummy argument ∗is unused.
- 3521 USAGE FYI 128 local variable ∗declared but unused.
- 317 USAGE WARN 127 local variable ∗is set but never referenced.
- 300 USAGE WARN 745 INTENT(IN) dummy arg ∗is a target.
- 137 SYNTAX FYI 105 string will be truncated (from ∗to ∗chars).
- 105 IMPLCT 125 symbols were implicitly typed as ∗: ∗, ∗
- 83 SYNTAX ERR 7 missing ")".
- 69 SYNTAX FYI 603 obsolete feature: DO block not terminated by END DO or

CONTINUE.
- 64 SYNTAX FYI 602 obsolete feature: shared DO termination.
- 37 SYNTAX FYI 138 unused labels: ∗, ∗
- 30 USAGE WARN 740 INTENT(OUT) dummy arg ∗is never set.
- 24 SYNTAX ERR 136 type declaration for symbol ∗missing.
- 22 SYNTAX WARN 14 symbol ∗re-declared with the same data type ∗.
- 8 SYNTAX ERR 18 illegal program name.
- 6 SYNTAX ERR 199 no preceding line to continue from.
- 6 SYNTAX WARN 260 list of initialization constants is short by ∗items (no value

for ∗).
- 4 SYNTAX ERR 168 array referenced with too few subscripts.
- 4 SYNTAX FYI 601 obsolete feature: real or double precision in DO loop con-

trol.
- 3 SYNTAX WARN 176 subscript #∗of array ∗out of bounds.
- 3 SYNTAX FYI 600 obsolete feature: arithmetic IF or alternate return.
- 2 USAGE ERR 126 local variable ∗is referenced but never set.
- 2 SYNTAX FYI 703 deprecated feature: computed goto. Use the CASE con-

struct instead.
- 1 SYNTAX ERR 28 not a fortran statement.
- 1 SYNTAX ERR 74 must occur before ∗in line ∗, statement ignored.
- 1 SYNTAX ERR 167 this symbol was declared as an array.
- 1 SYNTAX ERR 451 array sections not conformable (∗vs ∗dimensions).
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Table 4.7: Model C5 fault counts.
Counts

Interface Inline Fault Type Code Description

349 349 SYNTAX FYI 603 obsolete feature: DO block not terminated by END DO or
CONTINUE.

345 341 USAGE FYI 128 local variable ∗declared but unused.
210 - INTRFC FYI 279 ∗array passed to ∗array of smaller size (by ∗bytes).
178 131 USAGE WARN 127 local variable ∗is set but never referenced.
145 - USAGE WARN 743 module entity set but not referenced: ∗, ∗
141 - USAGE FYI 135 unused common block members: ∗, ∗
121 121 SYNTAX FYI 602 obsolete feature: shared DO termination.
114 94 USAGE FYI 124 dummy argument ∗is unused.
107 - USAGE ERR 742 module entity referenced but not set: ∗, ∗
91 - INTRFC ERR 282 ∗actual arg passed to a ∗dummy arg.
75 - INTRFC WARN 752 ranks of the actual and dummy args di�er (∗vs ∗dimen-

sions).
57 - USAGE ERR 133 common block members referenced but not set: ∗, ∗
51 51 SYNTAX FYI 138 unused labels: ∗, ∗
40 - USAGE WARN 134 common block members set but not referenced: ∗, ∗
28 - USAGE FYI 744 unused module entity: ∗, ∗
27 - INTRFC FYI 132 unused subroutines: ∗, ∗
26 - INTRFC ERR 287 ∗array passed to ∗array of larger size (by ∗bytes).
24 - INTRFC ERR 253 ∗array member passed to dummy arg which is a ∗array.
22 - INTRFC FYI 281 ∗actual arg passed to a ∗dummy arg.
15 15 SYNTAX ERR 632 must be a dummy argument.
14 - INTRFC ERR 252 ∗array passed to dummy arg which is a ∗array.
12 8 USAGE ERR 126 local variable ∗is referenced but never set.
11 11 SYNTAX FYI 600 obsolete feature: arithmetic IF or alternate return.
8 8 SYNTAX WARN 14 symbol ∗re-declared with the same data type ∗.
8 8 SYNTAX ERR 180 constant required here.
7 7 SYNTAX FYI 105 string will be truncated (from ∗to ∗chars).
7 7 IMPLCT 125 symbols were implicitly typed as ∗: ∗, ∗
7 7 SYNTAX FYI 703 deprecated feature: computed goto. Use the CASE con-

struct instead.
5 - INTRFC FYI 131 unused functions: ∗, ∗
5 5 SYNTAX ERR 452 cannot assign an array expression to a variable.
4 - INTRFC FYI 121 common block /∗/ member names di�er (compared to ini-

tial use in routine ∗).
4 - INTRFC WARN 122 common block /∗/ organization di�ers at member ∗(com-

pared to initial use in routine ∗).
4 4 SYNTAX ERR 22 symbol name already used.
3 - INTRFC ERR 56 not enough arguments.
3 - INTRFC ERR 129 missing functions: ∗, ∗
3 - INTRFC WARN 185 common block /∗/ length mismatch (compared to initial

use in routine ∗).
2 - INTRFC ERR 55 ∗actual arg passed to a ∗dummy arg.
2 - INTRFC ERR 130 missing subroutines: ∗, ∗
2 2 SYNTAX ERR 232 unknown i/o speci�er ∗.
2 2 SYNTAX FYI 557 branch to END DO from outside do loop.
1 - INTRFC WARN 140 calling a function.
1 - INTRFC ERR 249 ∗passed to a ∗dummy arg (same size but di�erent format).
1 - USAGE ERR 739 INTENT(IN) dummy arg ∗was rede�ned or became unde-

�ned.
1 1 SYNTAX ERR 11 array ∗redimensioned with di�erent dimensions.
1 1 SYNTAX ERR 20 extra characters following an otherwise valid statement.
1 1 SYNTAX ERR 24 bad symbol name.
1 1 SYNTAX ERR 449 array section not allowed here.
1 1 SYNTAX ERR 661 entity not accessible in module ∗.
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Table 4.8: LAPACK fault counts.
Counts

Interface Inline Fault Type Code Description

1608 - INTRFC WARN 280 ∗constant passed to a ∗dummy arg.
1134 - INTRFC WARN 752 ranks of the actual and dummy args di�er (∗vs ∗dimen-

sions).
698 - INTRFC ERR 61 ∗actual arg passed to ∗dummy arg.
422 - INTRFC FYI 132 unused subroutines: ∗, ∗
142 - INTRFC ERR 130 missing subroutines: ∗, ∗
98 36 USAGE WARN 127 local variable ∗is set but never referenced.
30 30 SYNTAX FYI 703 deprecated feature: computed goto. Use the CASE con-

struct instead.
24 - INTRFC ERR 191 symbol ∗is multiply de�ned (∗at ∗line ∗and ∗at ∗line ∗).
23 - INTRFC ERR 129 missing functions: ∗, ∗
21 18 USAGE FYI 124 dummy argument ∗is unused.
20 - INTRFC ERR 293 ∗argument is not compatible with the ∗argument.
20 20 SYNTAX ERR 452 cannot assign an array expression to a variable.
18 - USAGE ERR 126 local variable ∗is referenced but never set.
14 14 SYNTAX ERR 7 missing ")".
8 - INTRFC FYI 131 unused functions: ∗, ∗
6 6 IMPLCT 125 symbols were implicitly typed as ∗: ∗, ∗
4 - INTRFC FYI 279 ∗array passed to ∗array of smaller size (by ∗bytes).
4 4 SYNTAX ERR 17 missing "(".
4 4 SYNTAX WARN 748 same pre�x can only appear once in a statement.
1 - INTRFC WARN 189 no main program module present.

4.2.1 Fault Density

Like defect density, we can compute the fault density of each product by dividing the

number of faults found by the product size. Unlike in the defect density part of this

study, we have only analysed a single version of each product.

As described in the previous section, the static analysis was conducted on a ready-

to-compile snapshot of the project source code. Thus, there is some question over which

�les should be considered in the product size measurement: should all of the Fortran �les

present in the project be included � in their pre-processed state � or should only those �les

that were captured by our build instrumentation procedure be counted? Furthermore,

if we only consider the �les we captured, should we measure the product size before

feeding them to the static analysis tool or measure the source listing produced by flint.

Since flint does C-preprocessing on the captured �les it may include other source �les

not captured by our instrumentation process (i.e., via #INCLUDE statements), or it may
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Table 4.10: LOC measurements for the project con�gurations used in the static analysis
study.

Measurement Project
Corpus Scope C1 C2 C5 lapack

total all 109648 952770 129095 505530
total phys 66586 552296 92125 220709
total logi 50263 335558 80352 194507
�int all 71058 1226159 72918 501216
con�g all 109423 952770 72918 505530
�int phys 38710 611779 51321 219123
con�g phys 66463 552296 51321 220709
�int logi 29318 386852 45796 193183
con�g logi 50169 335558 45796 194507

Table 4.11: Other product statistics. These statistics come from the flint analysis of
the compilable code corpus.

Modules Functions Subroutines Modules

C1 119 664 226
C2 48 1184 19
C5 29 559 58

lapack 134 1473 0

exclude segments of code not needed for the particular project con�guration (i.e., via

#IFDEF statements). Thus, the source listing produced by flint represents the complete

code listing under analysis.

Table 4.10 lists the LOC measurements for each project. We have included measure-

ments for the entire project version (listed as �total� in the corpus column), for the �les

speci�c to the project con�guration captured by our instrumentation process (�con�g�),

and for the source listing produced by flint (��int�). As in the previous section, we used

the CodeCount tool for counting Fortran lines of code. The scope column lists the line

counting algorithm used: all lines include comments ('all'), physical lines ('phys'), or the

logical line count ('logi').

For the sake of interest, Table 4.11 lists other product size statistics obtained from

the flint tool.

Figure 4.2 shows the overall inline and interface fault densities for each project, calcu-

lated using the size of the code corpus analysed by flint, as counted by CodeCount.
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Figure 4.2: Overall inline and interface fault densities.
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Chapter 5

Discussion

5.1 Defect Density Analysis

5.1.1 Is Climate Modelling Software of High Quality?

With the results in hand, the main task before us is to say something about the product

quality of the climate modelling software we analysed. Defect density is an often quoted

measure of quality yet it is di�cult to �nd speci�c published statistics. What does our

�eld consider a low defect density?

To get some sense of what the normative judgments are made for defect densities

Table 5.1: COQUALMO expected defect densities based on the removal pro�le of a
project. A lower removal pro�le means that fewer defects are discovered and �xed which
leads to a higher residual defect density.

Removal

Pro�le

Residual Defect

Density

(defects/KLOC)

Very Low 60.0

Low 28.50

Nominal 14.30

High 7.50

Very High 3.50

Extra High 1.57

44
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Table 5.2: Post-delivery problem rates as reported by P�eeger and Hatton [31]
Source Language Failures per KLOC

Siemens operating system Assembly 6-15

NAG scienti�c libraries Fortran 3.00

CDIS air-tra�c-control support C 0.81

Lloyd's language parser C 1.40

IBM Cleanroom development Various 3.40

IBM normal development Various 30.0

Satellite planning study Fortran 6-16

Unisys communications software Ada 2-9

we can turn to the COQUALMO quality model [8]. This model attempts to predict

the residual (post-release) defects that will be present in a software product, based on

properties of the product and of the development team. The speci�cs of the construction

or use of the quality model are irrelevant for our discussion. What is important is that

the model was designed with input from industry experts and the results, whilst not

rigorously validated, are considered by the author to be roughly inline with expectations.

Thus, for our purposes the model serves as a normative reference for comparing the defect

densities of the projects we have analysed. Table 5.1 shows the COQUALMO quality

model's expected residual (i.e. post-release) defect densities for projects depending on

their removal pro�le. The remove pro�le describes how well the project developers are

at �nding and �xing defects by way of the removal techniques they use. Thus, a project

that uses very few of the removal techniques is considered to have a low removal pro�le

and consequently a high defect density after release, and vice versa.

There are a few other published sources that report on defect densities. Hatton [14]

states: �three to six defects per KLOC represent high-quality software.� Li et. al [26]

state that �leading edge software development organizations typically achieve a defect

density of about 2.0 defects/KLOC�. P�eeger and Hatton [31] quote other published

post-delivery defect rates which we reproduce in Table 5.2.

Figure 5.1 displays the post-release defect densities for each project version and as-

sociation method, along with the COQUALMO residuals, and the defect densities of the
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Figure 5.1: A comparison of post-release defect density ranges for each project by defect
association method. Each chart shows both the �x- and ticket-defect density of each
project version. A crossbar indicates the average defect density. The dotted lines show
the COQUALMO residual defect density measures. Defect densities may extend o� of
the chart area.
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Eclipse project on the ticket-association chart.

If we compare the climate models to the COQUALMO defect residual classes we see

that all versions of each of the models �t in the �Very High� to �Extra High� removal

pro�les regardless of the association method we used. Does this imply that the software

quality of the models is high? Yes, if we believe in the process used to the create the

COQUALMO model �gures, and we equate having a high defect removal pro�le with a

high quality product. Comparing the climate models to the other published post-release

defect densities we quoted we see that all of the versions are comparable to, or better

than, most industrial or commercial software.

We can also consider how the models compare to the other projects we analysed.

Turning again to Figure 5.1 we see that the defect densities for the models are generally

lower than, or as low as, the comparator projects. Certainly, the maximum version defect

density for all of the models is lower than that of any of the comparator projects. Each

of the comparator projects is a long-lived, world-renowned open-source software package

in use by millions of people so we have good reason to believe that they are of high

quality, or at the very least rigorously �eld-tested. Since we consider these comparators

to be of high quality we should conclude that so too are the models, unless the defect

documenting practices of the comparator projects are signi�cantly di�erent from those

of the climate modelling centres.

From the previous discussion it seems that if we take the defect density measure as an

indicator of software quality at face value then the climate models we have studied are of

high quality. It is interesting to note that all three models show consistently low defect

densities across each variation of the measurement we used. To the best of our knowledge,

the climate modelling centres we have included in our study are typical. Therefore, our

results suggest that given the low defect density rates of the models we studied, other

climate models from other centres probably also have similarly low defect densities.
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5.1.2 Possible Explanations

In this section, we turn to the question of understanding why the climate models score

so well on the defect density measure. The most straightforward answer is the one we

gave above: the software is simply built extraordinarily well. In other words, the climate

modellers who build the models we have studied are doing a very thorough and careful job

developing the climate modelling software. As we have seen, they are doing such a good

job that their software is given the highest distinction according to the COQUALMO

quality model, as well as ranking higher in quality than three well-known open-source

projects and many other industrial and commercial products. This result is especially

surprising in light of the �ndings from previous studies of scienti�c software development

that show how volatile and vague their requirements are [23, 34, 32, 7]. If these conditions

are also true for climate modellers then our results suggests that the climate modellers

are able to produce very high-quality software under very adverse conditions, and have

done so with little in the way of guidance from the software engineering community.

We suggest two hypotheses to explain such high quality software. The �rst hypothesis

is that there is something in the nature of climate modelling which lends itself to the

production of high quality software independent of the skill of the development team.

It may be that the theoretical systems being modelled, or calculational systems being

implemented, are more sensitive to defects in ways that other kinds of software are not.

Defects that would typically go unnoticed until a rigorous testing or usage phase may, for

climate models, appear immediately during development as obvious failures (e.g. a crash,

or numerical blowup) or improbable climate behaviours. Thus, a higher proportion of

defects are found and �xed when the code is initially written, before it is ever committed

to the source repository, resulting in fewer recorded defect tickets or �xes. In summary,

this hypothesis suggests that, all things being equal, defects that occur during climate

model development are more noticeable, and so more easily found and �xed early on,

than in other types of software.
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There is also the possibility that many situations that would typically be considered

to constitute a defect in other software products is not considered so in a climate model.

The models do not have complex GUIs (if they have them at all) or strong criteria for

usability since the users of the models are typically also the scientists that have developed

them [9]. We also have some evidence that suggests the climate models are robust in

the face of certain classes of defects. One of the interviewees explained to us that the

climate is a �heterogeneous system with many ways of moving energy around from system

to system�. He believed that this property made the theoretical system being modelled

�tolerant to the inclusion of bugs.� Thus, it may be that by construction climate models

will simply have fewer defects than even other types of scienti�c software.

Another way to explain these results is not that the software quality is particularly

high, but simply that our measuring stick has not been calibrated for scienti�c software.

That is, since scienti�c software is developed for dramatically di�erent uses from tradi-

tional software we may be comparing apples to oranges. What we are calling a low defect

density range may only apply to commercial or industrial software. A very di�erent range

of defect densities may be appropriate for scienti�c software, and in particular, climate

models. We will have more to say on the comparability of the defect density measure,

but this hypothesis is supported somewhat by the fact that all three models have low

defect densities. Either all of the models are of high quality, or maybe we need a �ner

grained measuring stick and a di�erent notion of what makes for high quality in the

climate modelling domain. To validate the hypothesis that, in general, climate models

have a low defect density we would need a larger sample size of models and comparators.

Lack of rigorous bug tracking (compared to our comparator projects) for the climate

models might also explain their low defect density. We will have much more to say about

this and other limitations of the defect density measure in Section 5.3.2.
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5.2 Static Analysis

The previous analysis depended on defects being discovered, reported, and �xed in order

for them to be countable. By using static analysis of the source code, we are released

from our dependence on the subjective and unreliable nature of defect discovery and

instead can attempt to judge the code on its own. Hatton argues [17, 16, 15, 13] that

static inspection and fault removal is a prerequisite for writing safe and correct code.

5.2.1 Fault Density

Looking again at the fault densities of each project in Figure 4.2 we see considerable

variation. Most interestingly, the lapack project has a signi�cantly lower inline fault

density than any of the models. Beyond the obvious explanation that the lapack tool

is better built than the climate models, we o�er two additional hypotheses. First, this

di�erence in fault rates can partly be explained by the fact that the lapack developers

use an inline static analysis tool, ftnchek, as part of their code maintenance routine1,

whereas we know from our interviews that the climate modellers we interviewed do not2.

We would expect that by using ftnchek during routine development the lapack code

has become optimized for the types of faults it detects.

A second explanation for the lower lapack fault density has to do with nature of

the code changes to lapack versus that of the climate models. We would expect that

lapack, by its nature of being a set of library routines, has a relatively stable core feature

set which, over time, has been re�ned and expanded upon but only rarely been deeply

modi�ed or redesigned. As well, in any given release there is only a single con�gura-

tion of the library routines (not including con�guration options for di�erent platforms).

Contrast this with the climate models which are, by their nature as scienti�c apparatus,

1http://www.netlib.org/lapack/maintenance.html
2That said, interviewees from two of the centres explained that the models is regularly compiled with

warning/debug �ags turned on.
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under constant revision and elaboration, and regularly branched in place with con�gu-

ration switches in the code and options for alternative implementations of modules and

components. If this characterisation is accurate then we would expect that because of

the stability and simplicity of lapack code faults that are found and �xed have a greater

chance of accumulating over time compared to the more volatile climate modelling code.

Similar correlations have been found between code churn and reported defect density by

Nagappan and Ball [29].

The variation in fault density amongst the climate models is di�cult to explain with-

out taking a closer look at the faults, as we do in the following section. Regardless, it is

tempting to take the fault density measure at face value as a measure of quality and rank

the projects accordingly. The fault analysis published by Hatton [15] only includes fault

densities weighted by the severity of the fault types. Unfortunately, these weights have

not published and so we are unable to compare our results. Therefore, since we do not

have a large set of samples to compare against, nor do we have any published normative

static fault density ranges to compare against we feel any ranking of code quality by fault

density would be premature.

A more important question needs to be asked: do the faults we have identi�ed lead to

failures? It is the answer to this question that will tell us how important these faults are

to the software quality in practice. Unfortunately we cannot answer this question with

our data since we have not validated the faults we identi�ed with the climate modellers,

nor have we investigated the extent to which the defects we found in the defect analysis

can be explained by these faults. If we compare the inline fault density and defect density

for models C1 and C2 we see that C2 has a higher maximum density in both measures.

This correlation is only suggestive and with such a small sample size we cannot make

any general statements.
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Table 5.3: Common fault types.
# of Total

Packages Occurances Fault Type Code Description

3 14602 USAGE FYI 124 dummy argument ∗is unused.
3 4223 USAGE FYI 128 local variable ∗declared but unused.
3 779 USAGE WARN 127 local variable ∗is set but never referenced.
3 321 IMPLCT 125 symbols were implicitly typed as ∗: ∗, ∗
3 163 SYNTAX FYI 105 string will be truncated (from ∗to ∗chars).
3 159 SYNTAX FYI 138 unused labels: ∗, ∗
3 30 USAGE ERR 126 local variable ∗is referenced but never set.
2 767 SYNTAX FYI 603 obsolete feature: DO block not terminated by

END DO or CONTINUE.
2 520 SYNTAX ERR 136 type declaration for symbol ∗missing.
2 306 SYNTAX FYI 602 obsolete feature: shared DO termination.
2 211 INTRFC FYI 279 ∗array passed to ∗array of smaller size (by ∗bytes).
2 175 USAGE WARN 743 module entity set but not referenced: ∗, ∗
2 139 INTRFC ERR 252 ∗array passed to dummy arg which is a ∗array.
2 133 USAGE ERR 742 module entity referenced but not set: ∗, ∗
2 122 INTRFC FYI 132 unused subroutines: ∗, ∗
2 87 INTRFC WARN 752 ranks of the actual and dummy args di�er (∗vs

∗dimensions).
2 76 USAGE FYI 744 unused module entity: ∗, ∗
2 38 SYNTAX WARN 14 symbol ∗re-declared with the same data type ∗.
2 25 INTRFC ERR 253 ∗array member passed to dummy arg which is a

∗array.
2 25 SYNTAX FYI 600 obsolete feature: arithmetic IF or alternate return.
2 16 SYNTAX ERR 452 cannot assign an array expression to a variable.
2 16 SYNTAX FYI 703 deprecated feature: computed goto. Use the

CASE construct instead.
2 11 INTRFC FYI 131 unused functions: ∗, ∗
2 5 INTRFC ERR 56 not enough arguments.
2 5 SYNTAX ERR 451 array sections not conformable (∗vs ∗dimensions).
2 4 SYNTAX ERR 20 extra characters following an otherwise valid state-

ment.
2 4 INTRFC ERR 55 ∗actual arg passed to a ∗dummy arg.
2 4 USAGE ERR 739 INTENT(IN) dummy arg ∗was rede�ned or be-

came unde�ned.
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Table 5.4: Common fault categories

Occurrences Fault Category Fault Details

20147 Unused Unused (132, 744, 131, 138), Unused but declared (124, 128),

Unused but set (127, 743)

1114 Obsolete DO block not terminated (603), shared DO termination (602),

arithmetic IF or alternate return (600), computed goto (703)

955 Implicit Implicit typing (125), implicit casting (252, 752, 253, 55), value

truncation (105, 279, 451)

617 Syntax Referenced but not set (126), type declaration missing (136),

assign array expression to a variable (452), extra characters

following statement interface (20), not enough arguments (56),

redeclaration (14, 739)

5.2.2 A Closer Look at the Faults

Instead of looking at aggregate numbers, we now turn to looking more in depth at the

faults themselves. Table 5.3 lists the fault types that are common to two or more of

the models analysed; we did not list the faults found in the LAPACK project. We have

summarised the faults in this table by grouping them into four broad categories of our

own construction: unused faults are those that involved variables, functions, subroutines

or other entities that cannot be reached by any possible program execution path; obsolete

faults are those involving obsolete or deprecated language features; the implicit category

groups together faults involving the implicit typing, casting, or truncation of a variable,

argument, or value; syntax faults are those that appear to violate the syntax or semantics

of the language.

In this study we have not attempted to examine each of the faults in detail. Instead,

we have inspected a selection of faults from each category for each model. We will

now present our observations from this inspection. Of course, the observations and

explanations that follow amount to speculation on our part since we have not validated

our interpretations by having them con�rmed by developers of the models. Therefore,
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these observations should be taken as informative and suggestive.

Over 90% of the faults in the unused category appear in model C2, but even without

including the faults from C2, this category still has more faults than any of the others. In

model C2 most of these faults are the result of unused dummy arguments (fault #124),

and unused local variables (128). The architecture of C2 provides some clues as to why

these faults occur so frequently. Commonly used argument lists, constants, declarations,

and other blocks of code have been factored out into separate �les which are then included,

by way of a pre-processing switches, where needed. This appears to provide a �exible

method of con�guring consistent interfaces between modules. This �exibility comes at

the expense of including unused code when the compiler switches do not precisely isolate

the code necessary for a particular con�guration. From our cursory inspection it appears

that many, but certainly not all, of the these faults can be attributed to this situation

occurring in the model con�guration of C2 we analysed. As well, we found cases in C2

and the other models of unused faults which we could only explain as indicating dead

code (i.e. code which was not reachable under any con�guration of the model). Some

instances appeared to be the result of code cloning, but many of them appeared to be

code from older versions of the model that are no longer used.

The second most frequently seen category of faults are those arising from the use of

obsolete language features. We do not have much to say about these faults as their oc-

currence seems obvious in long-lived software products such as these climate models. We

expected that since the obsolete features are likely accepted by current Fortran compilers

without warning and without e�ecting the numerical behaviour of the models, they are

left untouched. That is, this is very likely a case of �if it ain't broke, don't �x it�.

Faults in the implicit category are more di�cult to explain. Implicit typing (#125) is

a built-in feature of Fortran where variables are considered to be either a real or integer

typing depend on the �rst letter of their name, if a type is not explicitly declared. On

the whole, it appears that the bulk of these faults occur for temporary variables such as
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loop counters. Implicit casting (#252, 752, 253, 55) and value truncation fault (#279)

occur throughout the model code, but for both model C1 and C5 they occur only in calls

to a handful of functions; these faults do not occur at all in model C2. This suggests that

the developers may have consciously decided to employ implicit casting so as to achieve

some bene�t, but have limited its use to only a few, well behaved functions. String value

truncation (#105) follows no clear pattern in models C1 and C5, but in model C2 all of

the faults occur when preparing error message strings declared as �xed length.

The �nal category of faults, syntax, is a curious category. Faults where variables

are referenced but never set (#126), have no type declaration (#136), or are redeclared

(#14, #739) do not occur in any common situations we can recognise. There are a few

cases in C2 of fault #14 occurring because of a variable being declared twice as part of

the modularisation scheme described above. The other faults seem to be the result of

flint having a slightly di�erent de�nitions of built-in Fortran functions, or our NetCDF

shell �le not matching the declarations expected by the code (this is either an error on

our part or a change in the NetCDF speci�cation). Since the models all compile �ne

with the platforms and compilers used by the developers, these faults indicate areas of

the code that may not port well to other systems.

If we are correct in our interpretation above that many of these faults are acknowl-

edged as the result of conscious design decision then there is a high signal-to-noise ratio

in the tool output. E�ectively making use of the static analysis tools will involve turning

the output so that certain types of faults in particular modules or even particular sections

of code are silenced. As well, it was our experience that applying the static analysis tool

to conduct interface testing took considerable e�ort (as described in the Section 3.0.4)

and involved subverting the con�guration system in ways that may be error prone. One

suggestion we have for the developers of static analysis tools is to focus on incremental

static analysis so that an awkward build instrumentation procedure like the one we used

is not necessary. That said, a signi�cant portion of the faults can be detected using inline
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analysis which is theoretically easier to incorporate into the build process: simply calling

the static analysis tool wherever the compiler is called.

As mentioned, without validating the results of our static analysis we have no idea

how meaningful or severe these faults are, or how often they lead to failures. That said,

our results suggest that there may be a correlation between a higher fault density and

higher defect density, though a more thorough study will be needed to con�rm this. Our

detailed look at the faults themselves have shown that the majority of common faults

found are due to unused code or implicit type manipulation, but that there is good reason

to believe these are acknowledged issues. These fault types, as well as the other common

fault types identi�ed may indicate valid weaknesses in the code.

5.3 Threats to Validity

5.3.1 Overall study design

We do not yet understand enough about the di�erent types of climate modelling organi-

sations to hope to make any principled sampling of climate models that would have any

power to generalize. Nevertheless, since we used convenience and snowball sampling to

�nd modelling centres to participate in our study we are particularly open to several

biases [10]. For example:

• Modelling centres willing to participant in a study on software quality may be more

concerned with software quality themselves;

• Modelling centres which openly publish their climate model code and project arti-

facts may be also be more concerned with software quality;

In addition, our selection of comparator projects was equally undisciplined. We sim-

ply choose projects that were open-source, and that were large enough and well-known
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enough to provide an intuitive, but by no means rigorous, check against the analysis of

the climate models. We have also chosen to include a model component, from centre

C1, amongst the GCMs from the other centres we analysed. Even though this particular

model component is developed as an independent project it is not clear to what extent

it is comparable to a full GCM.

Our choice to use defect density and static analysis as quality indicators was made

largely because we had existing publications to compare our results with, not because

we felt these techniques are necessarily good indicators. Furthermore, whilst gauging

software quality is known to be tricky and subjective, most sources suggest that it can

only accurately be done by considering a wide range of quality indicators [21, 3, 1, 17].

Thus, at best, our study can only hope to present a very limited view of software quality.

5.3.2 Defect density

Internal Validity

The internal validity of the temporal defect association methods (i.e., interval- and span-

association) is threatened by the fact that we chose to view software development as

proceeding in a linear fashion, from one major version to the next. This view simpli�es the

association of defects with releases since it allows us to assume a defect found immediately

before and after a release date is a defect in that release. Unfortunately, when several

versions are developed in parallel branches this �attened view of development is not

able to distinguish amongst them. Thus, we may have assigned defects in one version

incorrectly to a di�erent version simply because its release date come �rst. We know

by looking at the repository layout or from talking to the developers that several of the

projects included in our study use branches during the course of development.

Another limitation is in the way we counted of defects: we assumed that each defect

indicator stood for a single defect. We did not account for tickets or version control
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check-ins that group together multiple defects, nor multiple tickets or check-ins that,

together, indicate only one defect.

Finally, we did not perform any rigorous analysis of the accuracy of our �x identi�ca-

tion method. This means we cannot say whether our counts are over- or under-estimates

of the true number of check-ins that contain �xes for defects.

External Validity

The external validity of our association methods depend on us correctly picking repository

versions that correspond to actual releases otherwise it is not clear what is meant by

pre-release and post-release defects. For several of the projects we did not have this

information and had to make educated guesses as to the versions to choose (as described

in Section 3). Because of this we may have classi�ed some defects as post-release defect

that may more rightly be classi�ed as pre-release defects had we chosen the correct

version as the release. Similarly, in the cases where we had to use intermediate versions

when there were no releases of the project made in our repository snapshot it is di�cult

to justify comparing defect rates since, as we say, pre- and post-release are not clearly

de�ned.

As well, our de�nition of a defect as �anything worth �xing� was a convenient de�nition

for our purposes but it has not been validated in the �eld. It is unclear even that it

corresponds to our own intuitions. For instance, there may be defects found in a version

which are not able to be �xed. Should these be counted? We will have more to say about

answering this question, in Section 5.4.

Finally, there are many small di�erences between the way we carried out our �x

identi�cation and that of Zimmerman et al. [38]. In their study, they did not rigorously

specify the means by which check-in comments were identi�ed as �xes. The only gave

a few examples of common phrases they looked for, so we were forced to invent our

own approximation. Furthermore, for ticket-association Zimmerman et al. used the �rst
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product version listed in a ticket's history as the release date to associate defects with.

Since we did not have access to the ticket history for each project we analysed, we only

considered the product version as of the date we extracted the ticket information. As

well, Zimmerman et al. only counted defects that occurred within 6 months of the release

date whereas we counted all defects associated with a ticket version. Thus, it is not clear

to what extent we can rightly compare our results.

Construct Validity

As we have mentioned, defect density is a de facto measure of software quality but it is

by no means considered a complete or entirely accurate measure. Hatton[14] says:

We can measure the quality of a software system by its defect density �

the number of defects found per KLOC over a period of time representing

reasonable system use. Although this method has numerous de�ciencies, it

provides a reasonable though rough guide.

The question we explore in this section is: to what extent can we consider defect density

even a rough indicator of quality?

Through the course of conducting this study we have come to recognise a number of

issues that make this measure susceptible to inconsistent interpretation:

• Finding, �xing, and reporting behaviour. In order to be counted, defects

must be discovered and reported. This means that the defect density measure

depends on the testing e�ort of the development team, as well as the number of

users, and the culture of reporting defects. An untested, unused, or abandoned

project may have a low defect density but an equally low level of quality.

• Accuracy and completeness of repository comments or defect tickets are

accurate. Unfortunately, there is good reason to believe that these data sources

contain many omissions and inaccuracies [5].
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• Product use. What period of time represents �reasonable system use� for this

project? The period of time over which to collect defects is unclear and possibly

varies from release to release.

• Release cycle. How do we decide which defects to consider post-release and

which ones pre-release? Do we consider beta releases or only major releases? Does

this project even make major releases or are does it have continuous incremental

releases?

• Product size. There are many ways of evaluating the product size, which one

should we use and is it replicable? Can it account for the expressiveness of di�erent

languages, formatting styles, etc?

• Criticality and severity. Are all defects counted equally, or certain severity levels

ignored.

When we use the defect density measure to compare software quality between projects,

we are implicitly making the assumption that these factors are similar in each project. If

they are not � and without any other information we have no way of knowing � then we

suggest the defect density measure is e�ectively meaningless as a method of comparing

the software quality, even roughly, between products. There is too much variability in

the project conditions for a single interval measure to account for or express.

Even if all our concerns above are accounted for, can a product with low defect

density be said to be roughly of better quality than one with a higher defect density? It

is not clear. Jones [21] states that whilst software defect levels and user satisfaction are

correlated, this relationships disappears when defect levels are low. In particular, simply

having fewer defects does not tell us anything about the presence of favourable quality

attributes. In Section 5.4 we will discuss ideas for future studies to help discover quality

factors relevant in the climate modelling domain.
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5.3.3 Static Analysis

Internal Validity

The internal validity of the static analysis portion of our study is threatened by the

uncertainty over the completeness and coherence of the source code we analysed. Our

build instrumentation procedure was meant to capture a compilable snapshot of a climate

model con�guration. That is, the source code snapshot we analysed should be able to be

compiled into the same executable as would have been produced by the unaltered build

system. We were able to check that this condition held for models C1, C5, and lapack

but the build system for model C2 depended on custom utilities we did not have access

to.

In addition, we did not do a thorough inspection of the fault analysis results in order

to rule out the possibility that some of the detected faults are due to our miscoding of

the flint shell �les we built for external dependencies, or because of limitations of the

tool itself. We did, however, inspect our results and determined that none of the faults

counted occur in direct calls to the external dependencies.

External Validity

The main source of threats to the external validity of this portion of the study come from

the fact that our de�nition of a static fault has been operationally de�ned by the tool we

used. We did not conduct any formal cross-validation with other static analysis tools,

nor did we validate the correctness of the results with the developers of the software or

other human experts.

5.4 Future Work

Many of the limitations to the present study could be overcome with more detailed and

controlled replications. Mostly signi�cantly, a larger sample size both of climate models
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and comparator projects would lend to the credibility of our defect density and fault

analysis results. Similarly, we suggest reproducing the fault analysis using other static

analysis tools3, or by correlating against the output of compiler warnings (which produce

a subset of the faults found by specialized static analysis tools). As well, further studies

are needed to determine whether, and how, static faults cause failures.

As we have mentioned elsewhere, assessing software quality is not a simple matter

of measuring one or two quality indicators, but neither is it clear how any collection

of measurements we could make could give us an assessment of software quality with

con�dence. Hatton [17] remarks,

There is no shortage of things to measure, but there is a dire shortage

of case histories which provide useful correlations. What is reasonably well

established, however, is that there is no single metric which is continuously

and monotonically related to various useful measures of software quality...

And later on he states that �individual metric measurements are of little use and [instead]

combinations of metrics and some way of comparing their values against each other or

against other populations is vital�. His proposal is to perform a Demographic Analysis

� a comparison over a large population of codes � of software metrics in order to learn

about the discriminating power of the measure in a real-world context.

While an important future step, validating software metrics is best done once we

know which software metrics we should even be using. That is, we need to have a deeper

understanding of the quality factors that play a role in the software quality of climate

modelling software, otherwise we may spend our time studying irrelevant metrics. To

this end, we suggest further qualitative studies to investigate the quality perceptions and

concerns of the climate modellers, as well as documenting the practices and processes

that impact model software quality. Our Interview Study, outlined in Section 3.0.5 but

3At the time of this writing, the only maintained static analysis tool for Fortran 95 and later that we
know of is Forchek available from http://www.forcheck.nl/.
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not reported on here, is one step in this direction. A more in depth study of defect

histories will give us insights into the kinds of defects climate modellers have di�culty

with, and with how the defects are hidden and found. As well, we suggest detailed case

studies of the climate modelling development done in a similar manner to Carver et. al

[7], or Basili et. al [6].

We also see a role for more participatory action research whereby researchers work di-

rectly with climate modellers to implement a quality assessment program. Our interviews

have shown us than software quality is a recognised concern for climate modellers but

it is not one that is widely discussed outside of each climate modelling centre. Software

researchers may be able to play a role in fostering the development of community-wide

software quality benchmarks or assessment programs by providing climate modellers with

a level-headed interpretation existing assessment methodologies, as well as helping with

their implementation and studying their e�ectiveness.

5.5 Conclusion

The results of our defect density analysis of three leading climate models shows that they

each have a very low defect density, across several releases. A low defect density suggests

that the models are of high software quality, but we have only looked at one of many

possible quality metrics. As we have discussed, knowing which metrics are relevant to

climate modelling software quality, and understanding precisely how they correspond the

climate modellers notions of software quality (as well as our own) is the next challenge

to take on in order to achieve a more thorough assessment of climate model software

quality.

We found a variety of code faults from our static analysis. The majority of faults

common to each of the models are due to unused code or implicit type manipulation.

From what we know of the construction of the models, there is good reason to believe that
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many of these faults are the result of acknowledged design choices � most signi�cantly are

those that allow for the �exible con�guration of the models. Of course, without additional

study, it is not unknown whether the faults we have uncovered point to weaknesses in the

code that result in operational failures, or generally, what the impact is of these faults

on model development and use.
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Appendix

6.1 CodeCount Fortran Con�guration File

Temporary Project Name (* Project_Name,in 45 spaces *)

1 (* QA_Switch *)

0 (* Compare_Spec *)

150 (* Line_Length *)

100 (* Exec_Lines *)

100 (* Data_Lines *)

60.0 (* Min_Percent *)

10.0 (* Inc_Percent *)

0 (* Display_File *)

1 (* Intro_Msg *)

P (* SLOC_Def *)

(*---------------------------------------------------------------------------*)

(* *)

(* Refer to the source code file, 'for_lines.c', for further information *)

(* pertaining to the INSTALLATION PROCEDURES and EXECUTION PROCEDURES of *)

(* this code counting tool. *)

(* *)

(* Note: *)

(* 1. The above user-defined parameters must be spaced one entry per line *)

(* of this file. Numeric entries, with the exception of 'Inc_Percent', *)

(* are of type Integer. *)

(* *)

(* 2. The 'for_lines_environment.dat' file must be co-located in the *)

(* directory/path whereas the code counting tool is to be invoked. *)

(* Failure to do so will result in the insertion of predefined default *)

(* values for the entries contained herein. *)

(* *)

(*---------------------------------------------------------------------------*)

(* *)

65
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(* USER DEFINEABLE PARAMETERS *)

(* *)

(* Project_Name -- Allows the user to insert the name of the Program or *)

(* Project that the source code to be counted pertains. *)

(* The Project_Name will appear within at the headings of *)

(* of the 'for_outfile.dat' file produced upon execution *)

(* of the 'for_lines' code counting tool. *)

(* *)

(* QA_Switch -- Allows the user to turn on '1' or to turn off '0' the *)

(* reporting of programming language reserve word usage *)

(* as found in the summary page of 'for_outfile.dat'. *)

(* *)

(* Compare_Spec -- Allows the user to control the case sensitivity of the *)

(* code counting tool. A setting of '1' indicates that *)

(* full case sensitive comparisons must be made. A setting*)

(* of '0' allows valid comparisons to occur between like *)

(* letters of upper and lower case. *)

(* *)

(* Line_Length -- Allows user to force the code counting tool to ignore *)

(* information beyond 'Line_Length' characters per physical*)

(* line of input. It is recommended that the length of *)

(* the longest physical line to be read be used, i.e. 132. *)

(* *)

(* Exec_Lines -- Allows the user to set a threshold whereby the number *)

(* of files processed with executable lines in exceedance *)

(* of 'Exec_Lines' will be reported on the summary page of *)

(* the 'for_outfile.dat' file. *)

(* *)

(* Data_Lines -- Allows the user to set a threshold whereby the number *)

(* of files processed with data declaration lines in *)

(* exceedance of 'Data_Lines' will be reported on the *)

(* summary page of the 'for_outfile.dat' file. *)

(* *)

(* Min_Percent -- Allows the user to set a threshold whereby the number *)

(* of files processed with a ratio of comments (whole & *)

(* embedded) to SLOC (physical or logical) is less than *)

(* 'Min_Percent'. *)

(* *)

(* Inc_Percent -- Allows the user to set a progress increment whereby a *)

(* progress message will appear on the terminal screen *)

(* during execution of the 'for_lines' tool. The progress *)

(* message indicates that approximately 'Inc_Percent' of *)

(* source code files to be processed have completed since *)

(* the previous progress message appeared. The progress *)

(* reporting is based solely on the number of files *)

(* contained in 'for_list.dat'. Actual run-time progress *)

(* is dependent on the relative size of each source code *)

(* file and the user loading of the host platform machine. *)

(* A setting of 0.0 will disable the reporting of the *)

(* progress message. *)

(* *)

(* Display_File -- Allows the user to turn on '1' or to turn off '0' the *)

(* reporting of last file to be processed within the *)

(* 'for_list.dat' file. *)
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(* *)

(* Intro_Msg -- Allows the user to turn on '1' or to turn off '0' the *)

(* output of the introduction message as the first page *)

(* of the 'for_outfile.dat' file. *)

(* *)

(* SLOC_Def -- Allows the user to select the defintion of a Source *)

(* Line of Code (SLOC) to be used during the operation of *)

(* the CodeCount tool. A setting of 'P' envokes the SLOC *)

(* definition of Physical lines, a.k.a., non-comment, *)

(* non-blank, physical lines of code or Deliverable Source *)

(* Instructions (DSIs). A setting of 'L' envokes the SLOC *)

(* definition of Logical lines, a.k.a., non-comment, *)

(* non-blank, logical lines of code. *)

(* *)

(*---------------------------------------------------------------------------*)

6.2 Flint netCDF shell �le

6.2.1 netcdf.lsh

module netcdf

use typeSizes, only: OneByteInt, TwoByteInt, FourByteInt, EightByteInt, &

FourByteReal, EightByteReal

implicit none

private

contains

function nf90_inq_libvers()

character(len = 80) :: nf90_inq_libvers

end function

function nf90_strerror(ncerr/r)

integer, intent( in) :: ncerr

character(len = 80) :: nf90_strerror

end function

function nf90_create(path/r, cmode/r, ncid/s, initialsize/r, chunksize/i)

character (len = *), intent(in ) :: path

integer, intent(in ) :: cmode

integer, optional, intent(in ) :: initialsize

integer, optional, intent(inout) :: chunksize

integer, intent( out) :: ncid

integer :: nf90_create

end function

function nf90_open(path/r, mode/r, ncid/s, chunksize/i)

character (len = *), intent(in ) :: path

integer, intent(in ) :: mode

integer, intent( out) :: ncid

integer, optional, intent(inout) :: chunksize

integer :: nf90_open
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end function

function nf90_set_fill(ncid/r, fillmode/r, old_mode/s)

integer, intent( in) :: ncid, fillmode

integer, intent(out) :: old_mode

integer :: nf90_set_fill

end function

function nf90_redef(ncid/r)

integer, intent( in) :: ncid

integer :: nf90_redef

end function

function nf90_enddef(ncid/r, h_minfree/r, v_align/r, v_minfree/r, r_align/r)

integer, intent( in) :: ncid

integer, optional, intent( in) :: h_minfree, v_align, v_minfree, r_align

integer :: nf90_enddef

end function

function nf90_sync(ncid/r)

integer, intent( in) :: ncid

integer :: nf90_sync

end function

function nf90_abort(ncid/r)

integer, intent( in) :: ncid

integer :: nf90_abort

end function

function nf90_close(ncid/r)

integer, intent( in) :: ncid

integer :: nf90_close

end function

function nf90_Inquire(ncid/r, nDimensions/s, nVariables/s, nAttributes/s, &

unlimitedDimId/s)

integer, intent( in) :: ncid

integer, optional, intent(out) :: nDimensions, nVariables, nAttributes, &

unlimitedDimId

integer :: nf90_Inquire

end function

function nf90_def_dim(ncid/r, name/r, len/r, dimid/s)

integer, intent( in) :: ncid

character (len = *), intent( in) :: name

integer, intent( in) :: len

integer, intent(out) :: dimid

integer :: nf90_def_dim

end function

function nf90_inq_dimid(ncid/r, name/r, dimid/s)

integer, intent( in) :: ncid

character (len = *), intent( in) :: name

integer, intent(out) :: dimid

integer :: nf90_inq_dimid

end function

function nf90_inquire_dimension(ncid/r, dimid/r, name/os, len/os)

integer, intent( in) :: ncid, dimid

character (len = *), optional, intent(out) :: name

integer, optional, intent(out) :: len

integer :: nf90_inquire_dimension

end function

function nf90_rename_dim(ncid/r, dimid/r, name/r)
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integer, intent( in) :: ncid

character (len = *), intent( in) :: name

integer, intent( in) :: dimid

integer :: nf90_rename_dim

end function

function nf90_def_var(ncid/r, name/r, xtype/r, dimids/oqr, varid/s)

integer, intent( in) :: ncid

character (len = *), intent( in) :: name

integer, intent( in) :: xtype

integer, dimension(:), optional, intent( in) :: dimids ! May be omitted, scalar,

! vector

integer, intent(out) :: varid

integer :: nf90_def_var

end function

function nf90_inq_varid(ncid/r, name/r, varid/s)

integer, intent( in) :: ncid

character (len = *), intent( in) :: name

integer, intent(out) :: varid

integer :: nf90_inq_varid

end function

function nf90_inquire_variable(ncid/r, varid/r, name/s, xtype/s, ndims/s, &

dimids/s, nAtts/s)

integer, intent( in) :: ncid, varid

character (len = *), optional, intent(out) :: name

integer, optional, intent(out) :: xtype, ndims

integer, dimension(*), optional, intent(out) :: dimids

integer, optional, intent(out) :: nAtts

integer :: nf90_inquire_variable

end function

function nf90_put_var(ncid/r, varid/r, values/zr, start/ro, count/ro, stride/ro, map/ro)

integer, intent( in) :: ncid, varid

integer, intent( in) :: values

integer, dimension(:), optional, intent( in) :: start, count, stride, map

integer :: nf90_put_var

end function

function nf90_get_var(ncid/r, varid/zr, values/zs, start/ro, count/ro, stride/ro, map/ro)

integer, intent( in) :: ncid, varid

integer, intent(out) :: values

integer, dimension(:), optional, intent( in) :: start, count, stride, map

integer :: nf90_get_var

end function

function nf90_rename_var(ncid/r, varid/r, newname/r)

integer, intent( in) :: ncid, varid

character (len = *), intent( in) :: newname

integer :: nf90_rename_var

end function

function nf90_inquire_attribute(ncid/r, varid/r, name/r, xtype/os, len/os, attnum/os)

integer, intent( in) :: ncid, varid

character (len = *), intent( in) :: name

integer, intent(out), optional :: xtype, len, attnum

integer :: nf90_inquire_attribute

end function

function nf90_inq_attname(ncid/r, varid/r, attnum/r, name/s)

integer, intent( in) :: ncid, varid, attnum
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character (len = *), intent(out) :: name

integer :: nf90_inq_attname

end function

function nf90_put_att(ncid/r, varid/r, name/r, values/zr)

integer, intent( in) :: ncid, varid

character(len = *), intent( in) :: name

integer, intent( in) :: values

integer :: nf90_put_att

end function

function nf90_get_att(ncid/r, varid/r, name/r, values/zs)

integer, intent( in) :: ncid, varid

character(len = *), intent( in) :: name

integer, intent(out) :: values

integer :: nf90_get_att

end function

function nf90_copy_att(ncid_in/r, varid_in/r, name/r, ncid_out/r, varid_out/r)

integer, intent( in) :: ncid_in, varid_in

character (len = *), intent( in) :: name

integer, intent( in) :: ncid_out, varid_out

integer :: nf90_copy_att

end function

function nf90_rename_att(ncid/r, varid/r, curname/r, newname/r)

integer, intent( in) :: ncid, varid

character (len = *), intent( in) :: curname, newname

integer :: nf90_rename_att

end function

function nf90_del_att(ncid/r, varid/r, name/r)

integer, intent( in) :: ncid, varid

character (len = *), intent( in) :: name

integer :: nf90_del_att

end function

end module netcdf

6.2.2 typeSizes.lsh

module typeSizes

integer, parameter :: OneByteInt = selected_int_kind(2), &

TwoByteInt = selected_int_kind(4), &

FourByteInt = selected_int_kind(9), &

EightByteInt = selected_int_kind(18)

integer, parameter :: &

FourByteReal = selected_real_kind(P = 6, R = 37), &

EightByteReal = selected_real_kind(P = 13, R = 307)

end module typeSizes
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