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Overview

We characterize the optimally robust Z∗ to covariate shift

⌣ prove sufficient and necessary condition for optimal Z∗

⌣ derive practical self‐supervised objectives for learning Z∗

⌣ show why CLIP [4] is more robust over other SSL methods
⌣ improve CLIP’s robustness with our objectives
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Theory: Characterizing Z∗



Intuition

Desiderata: reduce to typical ML setup in Z space

source

target

Y = 0

<latexit sha1_base64="OTghlUWRTe9xwNuAyDQIWIXxXYQ=">AAAB6nicbVDLSgMxFM3UV62vqktBgkXoasiU1nYWYsGNyxbtQ9qhZNK0Dc08SDJCGbp06caFIm5du+53uPMb/AnTh6LigcDhnHvJPccNOZMKoXcjsbS8srqWXE9tbG5t76R39+oyiAShNRLwQDRdLClnPq0ppjhthoJiz+W04Q7Pp37jhgrJAv9KjULqeLjvsx4jWGnp8voUddIZZKJcqZDPQWTmCsi2bE0KyLJP8tAy0QyZs9dJ9eP2cFLppN/a3YBEHvUV4VjKloVC5cRYKEY4HafakaQhJkPcpy1NfexR6cSzU8fwWCtd2AuEfr6CM/XnRow9KUeeqyc9rAbyrzcV//NakeqVnJj5YaSoT+Yf9SIOVQCnuWGXCUoUH2mCiWD6VkgGWGCidDspXcJXUp3d1ijmF8S2vkuo50wrbxaqKFPOgjmS4AAcgSywQBGUwQWogBogoA/uwAN4NLhxbzwZz/PRhLHY2Qe/YLx8AuD4kic=</latexit>

Y = 1

<latexit sha1_base64="H5NQa2alXbznBiV6dfCFf2mTLJY=">AAAB6nicbVDLSgMxFM34rPVVdSlIsAhdDZk6Q52FWHDjskX7kLaUTJq2oZkHSUYoQ5cu3bhQxK1r1/0Od36DP2H6UFQ8EDiccy+553gRZ1Ih9G4sLC4tr6ym1tLrG5tb25md3aoMY0FohYQ8FHUPS8pZQCuKKU7rkaDY9ziteYPziV+7oUKyMLhSw4i2fNwLWJcRrLR0eX1qtTNZZDrIch0XIjPvINe2NUEWQsc2tEw0RfbsdVz+uD0Yl9qZt2YnJLFPA0U4lrJhoUi1EiwUI5yO0s1Y0giTAe7RhqYB9qlsJdNTR/BIKx3YDYV+gYJT9edGgn0ph76nJ32s+vKvNxH/8xqx6p60EhZEsaIBmX3UjTlUIZzkhh0mKFF8qAkmgulbIeljgYnS7aR1CV9JdXZXo2DPiWt9l1DNm5ZtOmWULebADCmwDw5BDligAIrgApRABRDQA3fgATwa3Lg3nozn2eiCMd/ZA79gvHwC02iSHQ==</latexit>

pZ|dt

<latexit sha1_base64="NzJ/0OJqTfPqJLiM8d9EWMJJFFU=">AAAB8HicbVDJSgNBEK1xjXGLy83LYBA8SJgRRY8BLx4jmEWTYejp9CRNunua7h4hjPkKLx5c8OrnePMX9CfsLAdNfFDweK+KqnqRZFQbz/t05uYXFpeWcyv51bX1jc3C1nZNJ6nCpIoTlqhGhDRhVJCqoYaRhlQE8YiRetS7GPr1O6I0TcS16UsScNQRNKYYGSvdyDC7vW+HZhAWil7JG8GdJf6EFMu73teL+JaVsPDRaic45UQYzJDWTd+TJsiQMhQzMsi3Uk0kwj3UIU1LBeJEB9no4IF7YJW2GyfKljDuSP09kSGudZ9HtpMj09XT3lD8z2umJj4PMipkaojA40VxylyTuMPv3TZVBBvWtwRhRe2tLu4ihbCxGeVtCP70y7OkdlzyT0qnVzaNIxgjB3uwD4fgwxmU4RIqUAUMHB7gCZ4d5Tw6r87buHXOmczswB847z9UpJRr</latexit>

pZ|ds

<latexit sha1_base64="un3pkM+QCvsHMLw7+AWvfpJS2xM=">AAAB8HicbVDJSgNBEK1xjXGLy83LYBA8SJgRRY8BLx4jmEWTYejp9CRNunua7h4hjPkKLx5c8OrnePMX9CfsLAdNfFDweK+KqnqRZFQbz/t05uYXFpeWcyv51bX1jc3C1nZNJ6nCpIoTlqhGhDRhVJCqoYaRhlQE8YiRetS7GPr1O6I0TcS16UsScNQRNKYYGSvdyDC7vW+HehAWil7JG8GdJf6EFMu73teL+JaVsPDRaic45UQYzJDWTd+TJsiQMhQzMsi3Uk0kwj3UIU1LBeJEB9no4IF7YJW2GyfKljDuSP09kSGudZ9HtpMj09XT3lD8z2umJj4PMipkaojA40VxylyTuMPv3TZVBBvWtwRhRe2tLu4ihbCxGeVtCP70y7OkdlzyT0qnVzaNIxgjB3uwD4fgwxmU4RIqUAUMHB7gCZ4d5Tw6r87buHXOmczswB847z9TH5Rq</latexit>

h

<latexit sha1_base64="CEjuNCovRtFB7kzYv6i4vxVKcbs=">AAAB6HicbZC7SgNBFIbPxluMt6ilIINBsJCwK4p2BmwsEzAXSJYwOzmbjJm9MDMrhCWllY2FIra+gZ3PYecz6EM4uRQa/WHg4//PYc45Xiy40rb9YWXm5hcWl7LLuZXVtfWN/OZWTUWJZFhlkYhkw6MKBQ+xqrkW2Igl0sATWPf6F6O8foNS8Si80oMY3YB2Q+5zRrWxKr12vmAX7bHIX3CmUDh//bzdfat8ldv591YnYkmAoWaCKtV07Fi7KZWaM4HDXCtRGFPWp11sGgxpgMpNx4MOyb5xOsSPpHmhJmP3Z0dKA6UGgWcqA6p7ajYbmf9lzUT7Z27KwzjRGLLJR34iiI7IaGvS4RKZFgMDlEluZiWsRyVl2twmZ47gzK78F2pHRee4eFKxC6VDmCgLO7AHB+DAKZTgEspQBQYId/AAj9a1dW89Wc+T0ow17dmGX7JevgHE4ZFN</latexit>

match distribution

4 Sufficient condition (...most previous work hinted towards)
8 Necessary? Achievable?
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Intuition

Minimal sufficiency: Z∗ should

• remain discriminative about Y
• have invariant support

<latexit sha1_base64="/sAEZ2WXQGKc+/JxSicD+YSNWG8=">AAAB6HicbZC7SgNBFIbPxluMt6ilIINBsJCwK6J2BmwsEzAXSJYwOzmbjJm9MDMrhCWllY2FIra+gZ3PYecz6EM4uRQa/WHg4//PYc45Xiy40rb9YWXm5hcWl7LLuZXVtfWN/OZWTUWJZFhlkYhkw6MKBQ+xqrkW2Igl0sATWPf6F6O8foNS8Si80oMY3YB2Q+5zRrWxKr12vmAX7bHIX3CmUDh//bzdfat8ldv591YnYkmAoWaCKtV07Fi7KZWaM4HDXCtRGFPWp11sGgxpgMpNx4MOyb5xOsSPpHmhJmP3Z0dKA6UGgWcqA6p7ajYbmf9lzUT7Z27KwzjRGLLJR34iiI7IaGvS4RKZFgMDlEluZiWsRyVl2twmZ47gzK78F2pHReekeFyxC6VDmCgLO7AHB+DAKZTgEspQBQYId/AAj9a1dW89Wc+T0ow17dmGX7JevgHFN5FO</latexit>

h

Y = 0

<latexit sha1_base64="nv5kgG6Q4MLitfs23A69VllAD+g=">AAAB6nicdVC7SgNBFJ2NrxhfUUtBBoOQapldspoUYsDGMkHzkGQJs5NJMmT2wcysEJaUljYWithaW+c77PwGf8JJoqCiBy4czrmXe+71Is6kQujNSC0sLi2vpFcza+sbm1vZ7Z26DGNBaI2EPBRND0vKWUBriilOm5Gg2Pc4bXjDs6nfuKZCsjC4VKOIuj7uB6zHCFZaurg6QZ1sDpnILjoFGyLTdlDJKmniIKt0VICWiWbInb5Mqu83+5NKJ/va7oYk9mmgCMdStiwUKTfBQjHC6TjTjiWNMBniPm1pGmCfSjeZRR3DQ610YS8UugIFZ+r3iQT7Uo58T3f6WA3kb28q/uW1YtUrugkLoljRgMwX9WIOVQind8MuE5QoPtIEE8F0VkgGWGCi9Hcy+glfl8L/Sd02rYLpVFGunAdzpMEeOAB5YIFjUAbnoAJqgIA+uAX34MHgxp3xaDzNW1PG58wu+AHj+QO7hpHM</latexit>

Y = 1

<latexit sha1_base64="8sdK5eqgt6vtuNYDok13axAjw7g=">AAAB6nicdVC7SgNBFJ31GeMrainIYBBSLbNxF00hBmwsEzQPSZYwO5lNhsw+mJkVwpLS0sZCEVtr63yHnd/gTzhJFFT0wIXDOfdyz71ezJlUCL0Zc/MLi0vLmZXs6tr6xmZua7suo0QQWiMRj0TTw5JyFtKaYorTZiwoDjxOG97gbOI3rqmQLAov1TCmboB7IfMZwUpLF1cnVieXR6aDrJJTgsgsOqhk25ogC6FDG1ommiJ/+jKuvt/sjSud3Gu7G5EkoKEiHEvZslCs3BQLxQino2w7kTTGZIB7tKVpiAMq3XQadQQPtNKFfiR0hQpO1e8TKQ6kHAae7gyw6svf3kT8y2slyj92UxbGiaIhmS3yEw5VBCd3wy4TlCg+1AQTwXRWSPpYYKL0d7L6CV+Xwv9JvWhatulUUb5cADNkwC7YBwVggSNQBuegAmqAgB64BffgweDGnfFoPM1a54zPmR3wA8bzB632kcI=</latexit>

source

target pZ|dt
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Intuition

Minimal sufficiency: Z∗ should

• remain discriminative about Y
• have invariant support
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Problem Setup

Formalization with domain generalization (DG) language:

1. Given
• A set of domains D [Asm: discrete finite]
• Domain‐specific

{
pX,Y | d

}
d∈D [Asm: gen. covariate shift]

• Loss ℓ : Y × Γ → R≥0

2. Learn an encoder pZ | X

3. Measure DG risk:
• Select a random source Ds and target Dt

• Train a source predictor: h ∈ H∗
Ds := argminh R

Ds
h [Y |Z]

• Measure target risk RDt
h [Y |Z]

where Rd
h [Y |Z] := EpZ,Y | d [ℓ(Y, h(Z))]
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Problem Setup

Goal: minimize the idealized domain generalization (IDG) risk w.r.t. Z

RIDG [Y |Z] := EpDs,Dt︸ ︷︷ ︸
random
domains

sup
h∈H∗

Ds︸ ︷︷ ︸
worst source
risk. min.

RDt
h [Y |Z]︸ ︷︷ ︸
target risk

Uniform guarantees:

• random domains
• worst‐case source predictor

Idealized setup for simplicity:

• population risk used for source predictor selection
• universal hypothesis class
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Characterization of Z∗

Theorem (Optimality conditions, informal)
Under generalized covariate shift and some mild assumptions, Z∗ is
optimal for IDG if and only if it

• remains discriminative: R [Y |Z∗] = R [Y |X]

• has invariant support: supp(pZ∗ | ds) = supp(pZ∗ | dt), ∀ds, dt ∈ D

⌣ achievable sufficient and necessary condition
⌢ requires access to labeled target domain
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Characterization of Z∗

Proposition (No free lunch for IDG, informal)
Let Zds be any rep. chosen on some source ds and C a constant rep.

Under mild assumptions, if Zds outperforms C on some “good”
targets outside the source’s support, there are many “bad” targets on
which Zds is strictly worse than C.

4 implies the failure of current DG methods
⌢ unable to outperform ERM on a unified benchmark [3]
⌢ insufficient access to or strong asmp. on targets

8 how to deal with necessary (but unrealistic) access to targets?
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Method: Learning Z∗ with SSL



Deviation: Self‐Supervised Learning (SSL)

Recent SSL methods learn transferable and robust reps.:

• train on large‐scale unlabelled data (≫= ImageNet)
• use augmentations as surrogate information for Y

SimCLR [1]: image aug. CLIP [4]: text caption as aug.

Robustness of different SSL methods varies:

⌣ CLIP achieves incredible robustness to distribution shifts
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Learning Z∗ with SSL

Augmentation A for learning Z∗:

• Label‐perserving: retain information about Y

• Domain‐agnostic: no correlation with domain

Domain‐agnostic A

4 Example: image‐text aug. (e.g., CLIP [4])
8 Counterexample: standard image aug. (e.g., SimCLR [1])

“A dog with floppy ears.” “A pointy-eared dog.” 

CLIP aug. ⇒ domain‐agnostic rep. SimCLR aug. ⇒ domain‐correlated rep.

⌣ implies the incredible robustness of CLIP over other SSL models
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Learning Z∗ with SSL

Proposition (Learning Z∗ with domain‐agnostic A)
Let pA | X be a domain‐agnostic augmenter. Then any optimal
solution pZ∗ | X of the following objective is optimal for IDG:

max
pZ | X

I[A;Z]

s.t. supp(pZ | d) = supp(pZ), ∀d ∈ D

⌣ No Y anymore!
⌢ support invariance constraint
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Learning Z∗ with SSL

Practical objectives:
argmin

pZ | X

− I[A;Z]︸ ︷︷ ︸
max. MI

+λ B[Z,D]︸ ︷︷ ︸
dom. bottleneck

• Maximize I[A;Z]: MI lower bound (e.g., InfoNCE)
• Domain bottleneck B[Z,D] : enforce support invariance

Domain bottleneck: previous DG methods (e.g., DANN [2]) can apply

□ Contrastive adversarial domain (CAD) bottleneck I[Z;D]

⌣ Requires no explicit trainable domain classifier
⌣ Constructs an implicit domain classifier from contrastive var. dist.

□ Entropy (Ent) bottleneck H[Z]
⌣ Requires no access to domain information
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Learning Z∗ with SSL

Summary: one can learn optimal Z∗ with SSL using:

• large‐scale unlabeled data
• contrastive learning with domain‐agnostic augmentations
• domain bottlenecks

13/18



Experiments



Exploiting Pretrained CLIP for Z∗

Motivation: CLIP was trained

4 with 400M image‐text augmentations
8 without explicit domain bottlenecks

Idea:

• Finetune CLIP with bottlenecks on available data
• Evaluate with linear probe on DomainBed [3]
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Exploiting Pretrained CLIP for Z∗

Algorithm VLCS PACS OfficeHome DomainNet

ERM 77.6 ± 0.3 86.7 ± 0.3 66.4 ± 0.5 41.3 ± 0.1
DomainBed SOTA 79.9 ± 0.2 87.2 ± 0.1 68.4 ± 0.2 41.8 ± 0.1

DINO + CAD 69.6 ± 0.6 76.1 ± 0.1 56.9 ± 0.5 33.6 ± 0.1

CLIP 80.7 ± 0.4 93.7 ± 0.8 79.6 ± 0.1 52.8 ± 0.1
CLIP + CAD 81.6 ± 0.1 94.9 ± 0.3 80.0 ± 0.2 53.7 ± 0.1

⌣ SOTA result with domain‐agnostic aug. and bottlenecks!
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Towards Generic Robust Representations with SSL

Idea: learn task‐ and domain‐agnostic robust reps.

• Task: use LAION‐400M [5] with text‐image contrastive loss
• Domain: finetune CLIP with Ent bottleneck

Evaluate: natural distribution shift [6]

IN IN‐V2 IN‐S YT‐BB IN‐Vid ObjNet IN‐A IN‐R Avg.

Pretrained 75.2 64.2 41.0 58.4 71.6 42.8 27.5 62.9 52.6

Tuned w/o Ent 73.8 62.1 37.0 56.9 68.8 41.3 26.0 58.1 50.0
Tuned w/ Ent 74.2 62.7 38.9 58.1 70.1 42.1 26.2 60.8 51.3

⌣ Consistently improved robustness with bottlenecks!
⌣ Gains could be larger if end‐to‐end trained with bottlenecks!
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Future Directions

• Non‐idealized setups: finite sample case, constrained hypothesis?
• Approx. optimality: relaxed constraints?
• More practical methods for learning Z∗?
• Implicit regularization effect for learning Z∗?
• ...
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Thank you!

Amazing co‐authors:

Yann Dubois Chris J. Maddison
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